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Abstract
The recommender system is an essential tool for companies and users. A
successful recommender system not only can help companies promote their
products and services, but also benefit users by filtering out unwanted information. Thus, recommender systems are growing to be indispensable in a wide
range of industries. Moreover, due to the fact that neural networks have been
proved to be efficient and scalable, they are widely studied and applied to various fields. This thesis aims at developing methods for recommender systems
by adapting neural networks. By exploring to adapt neural networks to recommender systems, this thesis investigates challenges that recommender systems
are facing, and presents approaches to these challenges. Specifically, these
challenges include: (1) data sparsity, (2) the complex relationships between
users and items, (3) dynamic user preferences.
To address the data sparsity, this thesis proposes to learn both collaborative
features and content representations to generate recommendations in case of
sparse data. Moreover, it proposes an architecture for the training process to
further improve the quality of recommendations. To dynamically learn users’
preferences, the thesis proposes to learn temporal features to capture dynamic

iii
changes of users’ preferences. In this way, both the users’ general preferences
and the latest interactions are considered. To learn the complex relationships,
this thesis also proposes a geometric method to measure nonlinear metric to
learn the complex relationship among users and items. Moreover, the relationships between items are also considered to avoid potential problems.
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Chapter 1
Introduction
Recommender systems grow to be an important role in web services for large
companies such as Amazon, Google and Facebook. From e-commerce platforms (suggest products to customers) to streaming services (suggest video or
music to clients), recommender systems are indispensable in our daily lives.
On the one hand, recommender systems can overcome the impact of the information overload by providing tailored content and functionalities to a user
according to the user’s historical behaviors and preferences. On the other
hand, recommender systems are also an effective tool for online services to
attract users or promote products. In 2010, there were about 60% clicks on
YouTube were from recommender systems [1]. It was also estimated that over
30% pages viewed on Amazon and 80% movies watched on Netflix were from
recommender systems [2] . No need to say how much recommender systems
can contribute nowadays.
A simple recommender system is based on the popularity of items. Items
can be books to read, products to buy or services to subscribe. Such systems
simply recommend all the popular items to users, and popular items are identified by which are all the products that are interacted most. Although it is
1

Chapter 1. Introduction

2

easy to implement, such kind of recommender systems do not perform well.
The disadvantage of popularity based recommender systems is that they are
not personalized, i.e., all users are recommended the same items. Thus, they
are not optimal for companies and customers as the most popular items may
not be attractive to all customers.
To this end, modern recommender systems are designed to be personalized, and typically, they are able to recommend personalized items to different
users. In general, personalized recommender systems are algorithms that accept users’ interests or preferences as input, and output recommendations to
users.
Typically, they rely on two kinds of information:
 Characteristic information. This kind of information is also known

as content information, which is about the characteristics of users and
items. For users, it may include users’ profiles, interests, preferences, etc.
For items, it may include items’ descriptions, categories, titles, keywords,
etc.
 User-item interactions. This information is also known as collabo-

rative information, which is about users’ interactions to items such as
ratings, clicks, likes, etc.
To design algorithms for personalized recommender systems, linear methods are initially studied. Typically, linear methods include Matrix Factorization [3], Bayesian Personalized Ranking [4] and Sparse Linear Method [5].
Although linear methods achieve better performance than naı̈ve methods (e.g.
popularity based methods), they assume that the users and items are linearly
related, which overly simplifies the recommender systems and hence limits the
modeling expressiveness. To overcome this limitation and further improve the
January 13, 2022
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effectiveness of recommender systems, nonlinear methods (e.g. KLM [6] and
TATB [7]) and neural networks are explored recently.
Neural networks are inspired by sophisticated functionality of human brains
and have been widely studied and developed with the great hardware capability
over a decade. Neural networks can capture the complicated relations laying
behind the real-world data and are also highly scalable to handle large data
with careful design. Moreover, neural networks can achieve better performance
than traditional models, and even perform better on some jobs than human
beings [8].
Observing the advantages of neural networks, this thesis aims at designing
effective models for personalized recommender systems with the architecture of
neural networks from multiple perspectives: gathering auxiliary information,
improving the algorithm and optimizing the training and inferring process.
In the rest of this chapter, we will introduce the challenges, motivations,
research objectives and contributions of this thesis.

1.1

Challenges

Although personalized recommender systems have been studied actively for
over a decade, there are still some challenges remaining. This section summarizes the major challenges when designing recommender systems as follows.
 Dynamic users’ preferences. Users’ preferences are dynamic and may

keep changing over time. For example, Bob has a specific intention on
Amazon.com today, but tomorrow he may have another completely different one. Thus, recommender systems should be able to capture a
sequential pattern behind users’ behaviors. However, there is still a long
way to go to model dynamic preferences and temporal factors. Recurrent
January 13, 2022
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neural networks may be a good solution, but this challenge is still worth
studying.
 Integrating auxiliary data. Typical auxiliary data may include: the

genre, description, title of a product and the gender, age and occupation of a person. The challenge is that traditional recommender systems
did not utilize them effectively although auxiliary data contains valuable
information. Also, the types of auxiliary data are different in different
domains. For example, e-commerce products contain text information
such as names and descriptions, so we may need to use natural language
processing (NLP) techniques to utilize them. However, NLP techniques
may not fit for video streaming services while computer vision (CV) related techniques may be better. Thus, recommender systems cannot
be designed in a general form for multiple scenarios. In addition, the
noise and sparsity of auxiliary data further complicate the recommender
system.
 Data sparsity. Data sparsity is one of the well-known challenges for rec-

ommender systems. Typically, there are usually hundreds of thousands
items in a system, but each user has only interacted with a small proportion and even the most popular items would only have limited feedback.
Thus, there exists a large number of items that users are not aware of,
but recommender systems should be able to pick some from those items.
How to suggest a new one to the user from the sea of items? Recently,
integrating auxiliary data seems to be an answer, but this approach is
still challenging as described above.
 Cold start. This is another well-known issue. When a new user or item

enter the system, although there are no historical interactions, the system
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should still be able to recommend at least one item to users. Traditional
recommender systems, such as matrix factorization (MF), fail to do so,
and it is still hard to compensate for the missing interactions for modern
models until now.
 Complicated relationships in the dataset. Many traditional recommender

systems assume that there are linear relationships existing between users
and items. However, this is not always true in practice. Recent studies
show that the user-user, item-item and nonlinear user-item relationships
are also important, but it is challenging for traditional approaches to
mine the complicated relationships in the dataset.
This thesis explores to solve the above challenges in recommender systems by neural network related approaches. Traditional recommender systems
require manually designed features, which tends to be sub-optimal since it is
almost impossible to find all necessary features for the model. In contrast, neural network related models can be motivated to automatically mine features
from the training data and be effectively optimized through the end-to-end
differentiable design. In addition, benefited from the achievements in other research fields, researchers are inspired to adapt various architectures of neural
networks in other research fields to recommender systems, which also boosts
the development of neural network related recommender systems.

1.2

Motivation

The rest of this section aims at answering the following questions:
 Why not linear methods but neural networks?
 Why mining geometric relationships?
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Why not linear methods but neural networks?

Due to the linear assumption made by linear methods, the performance of
linear methods is sub-optimal. Besides that, linear methods are not optimal
due to the fact that recommender systems usually require models to include
multiple modules related to other fields to handle challenges described in Section 1.1. For example, in order to learn from auxiliary data, models should
integrate an auxiliary data processing module, which may be tightly related
to the existing works in other fields such as Computer Vision (CV) and Natural Language Processing (NLP). Thus, once the neural network based models
are proved to be more effective than linear counterparts in other fields, we
can expect that neural networks based recommender systems are also more
effective.
Moreover, neural networks are powerful as they are able to approximate
any continuous functions [9], and also flexible to integrate multiple modules
as desire and be trained end-to-end by Stochastic Gradient Descent (SGD),
which makes it possible to deal with multiple scenarios such as social network,
e-commerce and streaming service.
Thus, we focus on neural network based models for personalized recommender systems in this thesis. Furthermore, features of neural networks can
be summarized as follows:
 Nonlinear transformation Unlike linear models assuming the linear

relationships between users and items, neural networks are more generic,
assuming nonlinear relationships. Thus, compared to traditional models,
the neural network based models are more flexible and capable. Specifically, typical linear models are MF [10] and SLIM [5]. MF factorizes
the user-item matrix into two user and item matrices, and the predicJanuary 13, 2022
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tion is estimated by inner product of the two matrices. Similarly, SLIM
captures the item-item co-occurrences through a co-occurrence matrix,
which is also limited by the linear expressiveness. The capacity of neural
networks is greater than linear models due to the application of nonlinear
activation functions such as Sigmoid and ReLU. It is proved that nonlinear transformations enable nonlinear models to capture the complicated
user-item patterns [11].
 Active community As neural network related techniques are being

widely studied, many frameworks are proposed such as Tensorflow 1 ,
Keras

2

and Pytorch

3

to reduce tedious works in building models over

the whole process from designing the prototype, building the model, to
evaluating the performance. Maintainers of these frameworks keep these
frameworks easy to use and provide adequate toolkits and documents.
In addition, as these frameworks are widely accepted by researchers, it
is possible to integrate existing modules proposed by other researchers
with our models. This also helps to save much work.
 Session based recommendation Session based recommender systems

capture users’ preferences given a sequence of activities over a period of
time. Typical recommender systems are sequence recommender systems
and next item recommender systems. Neural networks are able to capture the a sequence of users’ preferences over a period of time. Such recommender systems seek to model patterns among successive items, which
is more complicated than the general recommender systems. Therefore,
neural networks fit well in this application.
1

https://www.tensorflow.org
https://keras.io
3
https://pytorch.org
2
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 Deep representation learning Traditional models learn the represen-

tation of users and items by MF, which heavily relies on the user-item interaction records and suffers from the data sparsity problem. In contrast
to traditional approaches, deep neural networks learn representations by
integrating auxiliary information of users and items with historical interaction records. Thus, neural networks based recommender systems are
more powerful and pose essential advantages.

1.2.2

Why mining geometric relationships?

The relationships between user-user, user-item and item-item are critical tasks
for personalized recommender systems [12]. Typically, collaborative filtering
relies on these three types of relationships to generate recommendations. For
example, MF utilizes user-item relation, and SLIM utilizes item-item relation.
However, as we will see in Chapter 2 Section 2.4, the inner product, which
is widely used by collaborative filtering models such as MF and SLIM, does not
satisfy triangle inequality. Triangle inequality requires that recommender systems should put user a and b closed if they have interacted with a common item
c. This property is important for recommender systems and can improve the
quality of recommendations. Lack of consideration of triangle inequality would
result in sub-optimal recommendations. An example in Fig. 2.8 describes such
a situation. Moreover, as nonlinear transformation increases the capability of
linear methods, it is growing to be attractive to explore methods to apply
the nonlinear transformation to geometric relationships learning. Therefore,
we study the geometric relationships learning and nonlinear transformation in
this thesis.
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Research Objective

As discussed in Section 1.2, neural networks and geometric relationships mining are beneficial to recommender systems. Thus, we are interested in designing neural network based models to overcome the aforementioned challenges
for high quality recommendations in this thesis. The research objectives are
summarized as following:
 Employing neural network based models to capture the temporal factors

for effective recommendations.
 Integrating auxiliary information with deep neural network for represen-

tation learning for high quality recommendations.
 Mining the complicated and nonlinear geometrical relationships in users

and items by neural networks for recommender systems.
 Addressing the data sparsity problem by neural architectures.

1.4

Contributions

Key contributions of this thesis are summarized as below.
Chapter 1 outlines the challenges faced by the modern recommender systems and the research motivations and objectives.
Chapter 2 comprehensively reviews neural networks and techniques for recommender systems in the literature.
Chapter 3 introduces a model named Short-Term Memory Variational Autoencoder (STMVAE) that utilizing the temporal factor in a short-term memory module to improve the input data for Variational Autoencoder for accurate
recommendations.
January 13, 2022
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Chapter 4 focuses on the combination of learning collaborative features and
content based features. This section presents a hybrid model named Hybrid
Variational Autoencoder (HVAE) that learns collaborative and content features by Variational Autoencoder (VAE). With the effectiveness and efficiency
of VAE, HVAE achieves competitive performance.
Chapter 5 presents a flexible structure for hybrid models. By separating
the components of collaborative and content based learning, the computation
is further simplified. Moreover, the data sparsity problem is addressed by the
proposed teacher-student architecture. This architecture significantly improves
the model’s performance on sparse datasets while not increasing complexity.
Chapter 6 studies VAE in the context of recommender systems. We present
the optimal prior distribution for VAE, which improves the accuracy of recommendations and reduces tedious work to tuning hyper-parameters. In addition,
two approaches are proposed to optimize the model, and they are evaluated
on various datasets.
Chapter 7 investigates the nonlinear transformation and the relationships
among positive items in collaborative metric learning. A model named CCML
is proposed. To validate the effectiveness of nonlinear transformation and the
relationships among positive items, we compare CCML against several stateof-the-art methods. By performing nonlinear transformation and computing
curvilinear distance, the proposed model can better capture the nonlinear relationships between users and items, so better performance can be achieved. In
addition, macro-micro module is integrated into the model to comprehensively
learn items’ features.
Chapter 8 summarizes the content of the thesis and outlines future research
directions.

January 13, 2022

Chapter 2
Literature Review
This chapter firstly builds the foundation of recommender systems and essential architectures of neural networks, and then reviews the literature by the
type of neural networks. Section 2.1 presents a detailed basis of recommender
systems. In Section 2.2, we briefly introduce the five basic architectures of neural networks, i.e., Multilayer Perceptron (MLP), Autoencoder, Variational Autoencoder (VAE), Convolutional Neural Network (CNN) and Recurrent Neural
Network (RNN). The five architectures are widely adopted by modern recommender systems. After introducing the these architectures of neural networks,
we then review advanced deep learning based recommender systems in Section
2.3. Each neural network is capable of different tasks, so we structure Section
2.3 by the type of neural networks.

2.1

Overview of Recommender Systems

Recommender systems have been actively studied for over a decade, and during
this period, enormous methods were proposed. Theoretically, those methods
can be classified into non-parametric based and parametric based methods.
11
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Typical non-parametric based methods include nearest neighbor-based collaborative filtering and most popular method. Such methods are not restricted
to a fixed number of parameters, so they have high capacity to deal with large
data and tend to perform well on a large training set while may generalize
badly on a small training set [13]. However, a significant weakness of nonparametric methods is that they cannot learn discriminative features. Actually, these models do not rely on extracting features of either users or items.
To this end, non-parametric methods are not applicable to personalized recommender systems that should extract items’ features to generate personalized
recommendations to users.
On the other hand, parametric based methods generate recommendations
by learning a finite number of parameters. Thus, their capacity is restricted by
the number of parameters. However, by utilizing the learned features, models
can generate personalized recommendations. Also, parametric models have
better scalability than their counterparts by learning the presentations of users
and items. Therefore, parametric based methods have gained much attention
and achieved state-of-the-art performance in the field of recommender systems.
The parametric based methods can be additionally grouped into three categories by strategies: (1) content-based filtering, (2) collaborative filtering and
(3) hybrid filtering.
Content-based filtering utilizes the users’ profiles and items’ descriptions
and attributes to infer users’ preferences. On the user side, this method builds
a profile of a user based on his or her personal attributes and summarization
of features of interacted items. On the item side, auxiliary information of
items, such as categories, name, description and population etc., are utilized
to form items’ features, which are then matched to users’ profiles to generate
recommendations. Therefore, the more information can be collected, the better
January 13, 2022
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performance to be achieved. The advantage of content-based filtering is that
it is resistant to data sparsity and cold start problem since models rely on
rich features of users and items. The challenge of content-based filtering is the
difficulty to collect enormous and valuable information. As being criticized
to violate the personal privacy and a growing number of people concerning
their personal information, it is expected to be even harder to collect enough
information for recommendations in the future.
Collaborative filtering generates recommendations by utilizing users’ historical records of interactions, which are presented in two forms: explicit feedback and implicit feedback. Explicit feedback data is explicitly provided by
users, such as ratings and reviews, while implicit feedback data is unintentionally provided, such as clicks on links and how long to stay on web pages.
Comparing to content-based filtering, collaborative filtering does not require
users’ personal information, but may suffer from data sparsity and cold start
problem. Generally, there are two types of methods for collaborative filtering: memory-based and model-based. Memory-based methods predict users’
preferences by aggregating the preferences of similar users, while model-based
methods assume that the inner product of the latent vectors of users and items
can represent the scores of user-item pairs.
SLIM [5] is one of the popular memory-based methods that learns item-item
relationships to generate recommendations. SLIM inspired the following work
such as EASE [14] and ADMM SLIM [15]. EASE is a closed form solution
for SLIM, and ADMM SLIM enhances the flexibility of SLIM and further
improves its performance. Besides SLIM and its variants, [16, 17] are two
neighborhood-based methods that learn weights of user-item pairs. In opposite
to SLIM, Matrix Factorization (MF) is a typical model-based method that
predicts the scores of user-item pairs by performing inner product of users’
January 13, 2022
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and items’ latent vectors. [18] improves MF by extending MF to a general
neural network form. [19] learns the latent vectors by a memory network,
and [20] utilizes Variational Autoencoder to learn latent vectors. Generally,
model-based methods are reported to be more space efficient and effective than
memory-based methods [21].
Hybrid filtering takes advantage of content-based filtering and collaborative filtering to avoid their shortcomings. Typical hybrid filtering methods
remedy the cold start problem by treating vectors of attributes of new users
or items as latent vectors and perform inner product to generate recommendations. There are generally two types of hybrid filtering methods: (1) loosely
coupled and (2) tightly coupled. Loosely coupled methods separately learn the
content features and latent vectors. Specifically, the content features are fed
into collaborative component to generate the scores of user-item pairs. Thus,
during the training process, the feedback from the collaborative component
cannot guide the update of content vectors.
Typical loosely coupled methods are AutoSVD++ [22], HRCD [23], DropoutNet [24] and Hybrid-VAE [25]. AutoSVD++ makes use of Contractive Autoencoder [26] to learn content representations of items, and then feeds the
learned representations to the classic method, i.e. SVD++. HRCD is based
on autoencoder and timesSVD++ [27]. It is a time-aware model to solve the
cold start problem by adapting SDAE [28] to learn content representations of
items. DropoutNet is proposed as a general architecture for hybrid filtering.
By separating the procedure of learning the content representations of users
and items, DropoutNet is flexible for diverse types of content information.
Unlike DropoutNet that separately learns the collaborative and content-based
vectors, Hybrid-VAE feeds the representations of content information into VAE
to infer scores of user-item pairs. Due to the unidirectional information flow,
January 13, 2022
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training loosely coupled models requires tedious work to manually adjust the
two components (i.e. content-based component and collaborative component),
which is resource-consuming and time-consuming.
Unlike loosely coupled methods, tightly coupled methods allow the two-way
flow of information by learning the content features and latent vectors in one
model. Therefore, tightly coupled methods usually have better performance
than loosely coupled methods [29].
Typical tightly coupled models are CDL [30], CVAE [31], DAML [32],
CAMO [33], cVAE [34], CLVAE [34], IRGAN [35], CAAE [36] and AugCF [37].
DAML uses CNN to extract reviews and MLP to fuse features. Although
DAML has two attention layers, DAML lacks collaborative components for
global preferences. Besides CNN, RNN and VAE are also widely used in hybrid
models. CAMO uses RNN to learn content representations. Although CAMO
has achieved competitive performance, it only considers item side information.
AutoSVD++ [22] proposes to use contractive autoencoder to leverage auxiliary information of items. Contractive autoencoder is then integrated into
matrix factorization to generate predictions. CDAE [30] proposes to fuse textual features learning module and denoising autoencoder to remedy new items
in the system. Latent vectors are learned through a denoising autoencoder
while textual features are extracted by TF-IDF. MCRec [38] is a meta-path
based model that leverages auxiliary information like genres for recommendation, and a priority-based sampling method is proposed for high-quality path
instances. CVAE [31] fuse textual features learned by TF-IDF and latent vectors from a variational autoencoder to form scores for user-item pairs. Its
structure is similar to CDAE while the better performance is achieved thanks
to variational autoencoder. KGAT [39], DKN [40], RippleNet [41], KRED [42],
STCKA [43] and ERNIE [44] are representative knowledge graph based modJanuary 13, 2022
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els. These models utilize knowledge graphs to help mine the relationships
between users and items. Although knowledge graphs are a good helper for
recommender systems, efficient techniques for graph embedding are another
challenge for such models [45]. MultiRec [46] is designed for auction scenarios
where user-item interaction matrices are sparse, and it treats the two processes
in an auction as auxiliary attributes.
It should be noted that although hybrid models have achieved highly competitive performance, some disadvantages cannot be overlooked. Firstly, their
objective functions are complex and hard to train due to the integration of
both collaborative and content components [24]. For example, CVAE combines VAE and WMF, which results in that the objective function includes
three objective terms and requires to tune three combining weights in addition
to WMF and VAE parameters. Tuning CVAE on large datasets is challenging
as each parameter setting is expensive and time consuming. Secondly, the
objective of hybrid models may be conflicting, especially on tightly coupled
models. On one hand, the hybrid models are forced to learn the representation of the content features. On the other hand, the predictions of models are
trained to match the interaction history. Hence, failing to balance the two
sides may lead to unexpected performance [47].

2.2

Foundations of Deep Neural Networks

Deep neural networks are essential in this thesis. A neural network consists
of an input layer, some hidden layers and an output layer, and each of layers
have a predefined number of neurons. This section introduces some important
neural networks related to recommender systems, i.e., multilayer perceptron,
autoencoder, variational autoencoder, convolutional neural network and recurJanuary 13, 2022
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rent neural network.

2.2.1

Multilayer Perceptron

Multilayer perceptron (MLP) is a typical neural network for supervised learning. It consists of an input layer, some fully connected hidden layer and an
output layer. The structure of MLP is shown as Fig. 2.1.

Hidden layers

Input layer

Output layer

Fig. 2.1: The structure of multilayer perceptron.

For the input vector x and the output vector y, MLP is defined as follows:

h1 = a1 (W1 x + b1 )
h2 = a2 (W2 h1 + b2 )
h3 = a3 (W3 h2 + b3 )
...
y = aL (WL hL−1 + bL )
Where L is the number of layers, hn is the output of the n-th layer, an is
the n-th activation function, Wn is the weight of the n-th layer, and bn is the
bias of the n-th layer. Specifically, common activation functions are:
 Sigmoid σ(x) = 1/(1 + e−x )
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 ReLU relu(x) = max(x, 0)
 tanh tanh(x) = (ex − e−x )/(ex + e−x ) = 2σ(2x) − 1

Activation functions are manually chosen by experiments as they may have
different suitable scenarios. For example, the output of sigmoid function ranges
from 0 to 1. However, sigmoid function saturates across most of their domain,
which makes sigmoidal units hard to train by gradient-based learning when
used in hidden units. In such case, tanh is a better choice comparing to
sigmoid because tanh is similar to the identity function near 0. Thus, training
a neural network y = W2 tanh(W1 x+b1 )+b2 resembles training a linear network
y = W2 (W1 x + b1 ) + b2 as long as the activations of the network is kept small.
This makes training the network much easier. Therefore, activation functions
should be chosen carefully as diverse factors should be taken into consideration.

2.2.2

Autoencoder

Autoencoder is a neural network for unsupervised learning. As shown in Fig.
2.2, it has an input layer, several hidden layers and an output layer. It can also
be seen as a combination of two MLPs. The autoencoder learns to compress
and restore the input layer. Specifically, the middle one of the hidden layers is
a bottleneck and can be seen as the output of the first half of the network, i.e.,
encoder. Accordingly, the rest of the autoencoder is seen as a decoder that
restores the input.
The encoder and decoder is defined as follows:
 encoder z = fM LP1 (x)
 decoder x0 = fM LP2 (z)
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Output layer

Fig. 2.2: Structure of autoencoder.

Where z is the low-dimensional representation of x, and x0 is the reconstruction of the input x. Parameters are learned by minimizing the point-wise
error with the objective function defined as follows:

L = ||x − x0 ||2
There are many variants of autoencoder such as sparse autoencoder, contractive autoencoder and denoising autoencoder, etc. They are proposed for
specific scenarios. For example, denoising autoencoder is proposed to prevent
learning the identity function [13] in textual feature learning. Moreover, Variational Autoencoder is a strong extension to autoencoder and has been widely
studied for many tasks. As we will see in the next section, it has a similar
structure to autoencoder, but is based on Bayes and variational inference.

2.2.3

Variational Autoencoder

Although the structure of variational autoencoder (VAE) is similar to autoencoder, as a probabilistic model, VAE has a different principle from autoencoder.
In this section, we firstly present the general form of VAE, and then introduce
extensions of VAE.
January 13, 2022
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General Form of VAE
VAE is a probabilistic latent variable model that relates the observed vector x
to a low dimensional latent vector z. For collaborative filtering, x can be the
vector of side information [31], or a bag-of-words vector [20] and z is a latent
vector of x in various types. VAE models the empirical distribution p(x) by

Z
p(x) =

pθ (x|z)pλ (z)dz

where pλ (z) is a prior of the latent vector x and pθ (x|z) is a conditional distribution of x given z. The conditional distribution is modeled as a neural network with parameter θ. For implicit feedback, x is a binary vector, and the conditional distribution is modeled by a multinomial distribution Mult(N, fθ (z)),
where N is the total number of interactions of the user, and fθ (z) is a neural
network with parameter θ and input z. Traditionally, p(z) is assumed to be a
simple distribution such as Gaussian or uniform.
A direct optimization of the likelihood functions of the models is intractable
because computing p(x) requires unfavorable integration. Alternatively, [48]
proposed to define an inference distribution qφ (z|x) and jointly optimize the
evidence lower bound (ELBO) as follows:

LELBO (x) = −DKL (qφ (z|x)||pλ (z)) + Eqφ (z|x) ln pθ (x|z)

(2.1)

where DKL (P ||Q) is Kullback-Leibler divergence between P and Q. The
encoder and decoder are optimized by maximizing the following expectation
of the lower bound of the log marginal likelihood:

Z
max
θ,φ

p(x)LELBO (x)dx

(2.2)
January 13, 2022
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Extensions of VAE
Recent studies show that the prior distribution of VAE plays a crucial role in
mediating between the generative decoder and the variational encoder [49,50].
[51] proposed to use a Dirichlet process prior with a stick-breaking process,
and [52] proposed a nested Chinese restaurant process. Although these priors can extend the capability of the generative process of VAE, these models
are complicated and expensive to learn. [53] uses an autoregressive prior that
adopts inverse autoregressive flow (IAF). Although this approach shows a competitive performance, the contribution of the autoregressive prior is hard to
evaluate because the proposed model combines the prior with a convolutional
encoder and an autoregressive decoder. [54] proposed to use a hierarchical
model that consists of a mixture of distributions with components given by
variational posterior. Based on this work, [55] proposed an improved VAE
model with a learnable prior.
It is worth noting that apart from the prior, some related works proposed
to study the mutual information between the real data and the latent vectors [56, 57]. The decoder tends to neglect the latent vectors when a flexible
distribution is applied. To avoid this problem, [58] and [59] proposed to replace
KL divergence by Stein Variational Gradient and Jensen-Shannon divergence
respectively.

2.2.4

Convolutional Neural Network

Convolutional neural network (CNN) is inspired by biological processes where
the connectivity pattern between neurons resembles the organization of the
visual cortex. It has achieved notable success in dealing with image data.
Raw image data is extremely large for neural network to process. Thus, some
January 13, 2022
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relationships in the images will be lost if processed by MLP. Besides that,
applying MLP may encounter scalability issues when processing large data.
Unlike MLP, CNN can successfully handle image data by two essential operations: convolution and pooling.
The convolution layer abstracts the large image data by filters. At the
convolution layer, predefined filter matrices scan the input grid-by-grid, and
then project the input into the small one. During this process, the size of the
input is reduced while the relationships between pixels are preserved.
At the pooling layer, the dimensionality is decreased, and dominant features of the image are extracted. This process is rotational and positional
invariant, so the side effect is reduced. Two types of pooling are available:
max pooling and average pooling. Max pooling returns the maximum one
from the covered portion of the raw image, while average pooling returns the
average value. In practice, max pooling performs better than average pooling
because max pooling can discard the noisy activations and performs denoising
when reducing the dimensionality.

2.2.5

Recurrent Neural Network

The aforementioned models are not capable of capturing dependent input. In
order to solve this issue, recurrent neural network (RNN) is proposed. Specifically, RNN allows operations on sequential and time-series data to model the
temporal dependencies.
A typical structure of RNN is shown as Fig. 2.3. The output at the
time step t is contributed by all the previous input xi ∈ {x1 , x2 , ..., xt−1 , xt }.
Theoretically, it is defined as:
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Fig. 2.3: Structure of Recurrent Neural Network.

ht = ah (U xt + W ht−1 + bh )
(2.3)
ot = ay (V ht + by )
Where xt is the input at time step t, ht is the internal state and ot is the
output. W, U, V, b∗ are parameters of RNN, and ah and ay are two activation
functions.
One issue of RNN is gradient vanishing, i.e., the gradient vanishes during
the back propagation. This issue is caused by weight recurring. Since the output at each time step is contributed by all neurons far back in time, the weights
of early neurons are multiplied several times. Thus, the result may decrease
to zero or explode until overflow. In either two cases, the model will become
unstable. To overcome this issue, some variants of RNN were proposed. Two
popular variants are Long Short Term Memory (LSTM) and Gated Recurrent
Unit (GRU). Both of these two variants adopt the gate mechanisms to control
the memory and current inputs. More details about LSTM and GRU can be
found in [13].
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Review on Deep learning based recommender
systems

Deep learning that mimics the workings of the human brain in processing data
is being widely used in academia and industry for detecting objects, recognizing
speech, search engines, natural language processing, etc. With the mature
frameworks, deep learning based models have advantages of being easy to use,
high scalability and accuracy. In addition, with the power of TPU and GPU,
the speed of deep learning models can be accelerated by parallel computing.
Deep learning has been applied to recommender systems recently, and is being
actively studied. An interesting observation is that most of papers in the
top conferences

1

over last three years are deep learning based models. The

advantages of deep learning based recommender systems can be summarized
as follows:
 Nonlinearity introduced by deep learning can largely improve the perfor-

mance of models.
 Deep learning makes it possible to end-to-end train hybrid models that

integrate side information to traditional approaches.
 Deep learning based models are easy to combine with several neural

network based models to enhance their capability, such as dealing with
heterogeneous data and capture complex relationships behind the data.
In the rest of this section, we comprehensively review the literature of
deep neural networks based recommender systems. The following sections are
1

AAAI, NIPS, SIGIR, KDD, ICML, etc.
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organized by the order of five basic models (i.e. MLP, autoencoder, VAE, CNN
and RNN).

2.3.1

MLP based recommender systems

MLP basically introduces nonlinearity to models. Traditional collaborative
methods such as matrix factorization and factorization machine can be seen
as linear models that uses inner product of latent vectors of users and items as
the scores. However, real world data includes intricate inherent and nonlinear
relationships, which are ignored by traditional methods. As reported in [9],
MLP can be adopted to approximate any functions. Thus, MLP is widely
adopted in deep learning, and enormous models are proposed for recommender
systems. In this section, we select and review two typical MLP based models:
neural collaborative filtering (NCF) [18] and CFNet [60].

Neural Collaborative Filtering
Neural collaborative filtering (NCF) is a typical model that applies nonlinearity
to collaborative filtering. As shown in Fig. 2.4, NCF uses MLP as a component
to learn the latent vectors of users and items for user-item pairs. Given the
user vector pu ∈ Rk and item vector qi ∈ Rk , the score ŷM LP is defined as:

ŷM LP = fM LP ([pu , qi ])
Where [·, ·] denotes concatenating the two vectors. Comparing to linear
methods, MLP increases the capability of NCF by adding hidden layers to the
model. Hence, NCF tends to be able to better capture relationships behind
the data comparing to linear methods.
Additionally, NCF includes another component named generalized matrix
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Fig. 2.4: MLP in neural collaborative filtering

factorization (GMF). In GMF, the score ŷGM F is given by:

ŷGM F = a(W (pu

qi ))

Unlike linear methods, GMF adopts an activation function on top of the
results, which provides GMF the ability to extract nonlinear features. GMF
is reverted to traditional matrix factorization if W is an identity matrix and
a() is an identity function.
NCF combines MLP and GMF with the predictive function as:

ŷ = σ(h> [ŷM LP , ŷGM F ])
Where σ(·) is the sigmoid function. The combination of GMF and MLP
enables NCF to capture both the linear and nonlinear relationships. Moreover,
the embeddings of users and items can be learned effectively as MLP and GMF
can compensate each other. To train the model, NCF is defined to be trained
by minimizing the cross entropy loss as:

L=−

X

yui logŷui + (1 − yui )log(1 − ŷui )

(u,i)∈Ω∪Ω−
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Where Ω and Ω− denote the positive and negative user-item pairs respectively. Negative pairs are selected by negative sampling strategy. Noted that
due to the non-convexity of the objective function, stochastic gradient decent
(SGD) can only find locally-optimal solutions. Thus, pre-training is required
for NCF. Specifically, GMF and MLP are trained separately first, then their
parameters are extracted to initialize NCF.

CFNet
MLP is flexible and extensible to be adopted in various tasks. Besides adopted
to provide nonlinearity, MLP can also be used in representation learning where
CFNet is a typical instance. Comparing to NCF, CFNet not only learns the
latent factors, but also learns a matching function by MLP. As shown in Figure
2.5, MLP is adopted to learn the latent representation by one-hot ratings and
latent vectors.
^

y

fusion layer

predictive layer

predictive layer

Item’s latent vector

User’s latent vector

MLP Network

MLP Network

MLP Network

User’s latent vector

Item’s latent vector

MLP Network

User’s ratings

Item’s ratings

Fig. 2.5: The structure of CFNet

For user u and item i, given the raw ratings yu∗ and y∗i for u and i, the
representations of u and i are defined as:
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pu = fM LP (yu∗ )
qi = fM LP (y∗i )
Then, the score of the user-item pair ŷui is:

ŷrl = σ(W > (pu

qi ))

Where W is the weight, and σ(·) is the Sigmoid function. Also, the author
proposes to learn a matching function by MLP as:

ŷml = fM LP ([pu , qi ])
Where [·, ·] is the concatenating operation. The final output of the model
is defined as:

>
ŷui = σ(Wout
[ŷrl , ŷml ])

CFNet is optimized by minimizing the cross entropy loss as:

L=−

X

yui logŷui + (1 − yui )log(1 − ŷui )

(u,i)∈Ω∪Ω−

Where Ω and Ω− denote the positive and negative user-item pairs respectively, and negative pairs are sampled by negative sampling strategy.
Similar to NCF, CFNet should also be pre-trained due to the non-convexity.
Specifically, the two components are pre-trained by Adam first, then extracting
parameters to CFNet, which is then optimized by SGD.

January 13, 2022

2.3. Review on Deep learning based recommender systems

2.3.2

29

Autoencoder based recommender systems

Similar to MLP, autoencoder is also a flexible model. Autoencoder can be
adopted to learn the representations of users or items by focusing on the bottleneck layer, and can also be adopted to learn the collaborative effects by
focusing on the output layer. In the rest of this section, we separately describe
the two adoptions of autoencoder.

Representation Learning
To utilize the capability of representation learning, one approach is using an
autoencoder to learn the content features of users or items. In this case, the
model is designed to be a hybrid model. CDL [30] is proposed to integrate the
autoencoder with probabilistic matrix factorization after learning the content
vectors. In CDL, the autoencoder is adopted to utilize auxiliary information
to construct low-dimensional embeddings to improve the performance of probabilistic matrix factorization for new items. CVAE [31] suggests to replacing
the autoencoder of CDL by a variational autoencoder (VAE). In CVAE, lowdimensional vectors of content information are learned via VAE, which is found
to be more effective than traditional autoencoders [48]. MSDA-CF [61] also
uses a similar structure, which can be summarized as a generic framework,
Deep Collaborative Filtering (DeepCF) [61]. Specifically, for each user and
item, the latent vector is composed of two parts: collaborative vector and
auxiliary vector, which are defined as:

con
pu = pcol
u + pu

qi = qicol + qicon
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Where pu and qi are latent vectors of the user and item respectively, and
col and con denote the collaborative vector and auxiliary vector respectively.
The objective function is defined as:

L = L(X, P, Q) + α(||P ||22 + ||Q||22 ) + βL(Suser , P ) + γL(Sitem , Q)

Where Suser and Sitem denote the auxiliary information of users and items
respectively, and P and Q are two embeddings for users and items. α, β and
γ are two hyper-parameters that controls the trade-off between the weights of
collaborative and auxiliary features. L(Suser , P ) and L(Sitem , Q) are two link
functions that connect the autoencoder to the collaborative model.
Noted that CDL and CVAE are two specialized variants that omit the
user side auxiliary information. DropoutNet [24] extends this framework by
allowing to separately learn the auxiliary information and collaborative features, and the predictions are generated by a concatenation layer. Moreover,
methods of representation learning are not limited by the autoencoder and its
variants, other neural networks such as RNN and CNN may also be adopted
in specific scenarios.
Besides traditional autoencoder, [62] proposes to use augmented variational
autoencoders to learn auxiliary information, and [34] proposes to use collective
variational autoencoders. It should be noted that they are still under the
DeepCF and DropoutNet framework, although they utilize variants of the
traditional autoencoder.
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Collaborative Inference
When utilizing autoencoders to infer the collaborative features, we focus on
the output layer rather than the bottleneck layer. In this case, the model is a
pure collaborative model.
CAAE [36] utilizes the autoencoder under the Generative Adversarial Networks (GAN) framework. In this work, autoencoders are utilized as positive
and negative item generators to provide positive and negative items for traditional matrix factorization. Multi-VAE [20] utilizes variational autoencoder
(VAE) to generate the scores of items. Comparing to the autoencoder, the
VAE is more powerful in reconstructing from the given inputs [48], and multinomial distribution is suitable for recommender systems [20]. For each user,
Multi-VAE assumes the scores for items follow the Multinomial distribution:

z ∼ N (0, IK ),

φ(z) ∼ exp(fθ (z))

x ∼ Mult(N, φ(z))
Where fθ is a MLP parameterized by θ, and z is the low-dimensional latent
vector of the user u. The objective function is defined as:

L = Eqθ (z|x) [log pθ (x|z)] − β KL(qφ (z|x) || p(z))
Here, qφ is another MLP parameterized by φ. qφ is introduced to infer the
latent vector z, and KL(·||·) is Kullback-Leibler divergence between the two
distributions.
It is obvious that Mult-VAE and CCAE are based on different foundations
although they have similar structure to traditional autoencoder. Thus, they
can be treated as specific extensions of autoencoder. VAE is a powerful extenJanuary 13, 2022
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sion to autoencoder, so as we will see in the next section, the usages of VAE
and autoencoder are similar.

2.3.3

Variational autoencoder based recommender systems

Same as autoencoders, VAE can also be utilized for representation learning
and collaborative inference. Usually, VAE can be treated as a regularized
autoencoder based on Bayes, so it tends to be more generic and have better performance than autoencoders. In addition, some models only adapt the
encoder-decoder architecture, but extend the structure of the encoder or decoder beyond MLP. Such models are also included in this section.

Representation Learning
Similar to autoencoders, VAE is a powerful supervised neural network for
representation learning. When utilizing VAE to extract representations of
users or items, another collaborative filtering method should also be adapted.
For image recommendation, PixelVAE [63] adapts VAE to learn image features.
Yunchen et al. [64] propose to use a Deep Generative Deconvolutional Network
as the decoder, while CNN is used as the encoder.
For textual features learning, NRTM [65] uses variational inference to
learn topics of articles, and then concatenates and feeds each pair of vectors
into MLP to make recommendations. NVDM [66] is a bag-of-words generative model that leverages VAE to learn latent representations for documents.
ProdLDA [67] uses the weighted product of experts to generate words in replacement of the mixture assumption at word-level in LDA.
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Collaborative Inference
[31] and [20] are two important studies on the application of VAE for collaborative inference. [31] applies VAE to learn the representation of the content
features of items, and combines the VAE with latent factors of both users and
items. [20] focuses on learning collaborative features by VAE. They proposed
to use Kullback-Leibler (KL) divergence to control ELBO, and use multinomial
distribution to map the latent factors to the real data.
In addition to the aforementioned studies, [62] proposes five architectures
based on VAE to extract the content features by introducing multiple distributions for a model. [34,64] extends VAE for image and text data. [36] applies
VAE under a GAN framework, and uses VAE as a generator. However, this
approach could introduce more problems as GAN is not stable even with recent
learning techniques [68, 69].
Although the application of VAE to recommender systems has been widely
studied, most of them only focus on how to apply VAE to learn collaborative
and content vectors. There are only a few studies on improving VAE for
feature learning in the context of recommender systems while some studies
proved that VAE is not up to the job [54, 56, 70]. They find that VAE is
prone to underfitting, which results in poor performance of density estimation.
Thus, the learned model can only generate low quality recommendations [70].
In Chapter 6, we go beyond vanilla VAE and present an improved VAE for
recommender systems.

2.3.4

CNN based recommender systems

CNN is capable of extracting the local and global features from heterogeneous
data. The two essential operations: convolution and pooling provide CNN with
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the advantages of processing texts, videos, audios and images. Thus, CNN
based recommender systems are usually utilized to recommending movies, fictions and posters etc. For recommender systems, the role of CNN is usually an
extractor cooperating with collaborative methods. Thus, most of CNN based
models are hybrid model. In the rest of this section, we introduce recent works
utilizing CNN for text, audio and image recommendation.

CNN for text recommendation
DeepCoNN [71] is proposed to predict ratings by modeling users’ and items’
reviews through CNN. Both users’ and item’s reviews are processed by CNN
and mapped to a common low-dimensional space. Then, the ratings are estimated by factorization machine (FM) [72]. TransNets [73] extends DeepCoNN
by adding an additional latent layer to present the user-item pair. This extension fixes a potential issue that DeepCoNN cannot work without users’
reviews. Moreover, [74] proposes to utilize CNN to extract textual features
after training the topic model by Latent Dirichlet Allocation (LDA), and then
feeds them to a modified matrix factorization to generate recommendations.
ConvMF [75] is proposed to learn document features by CNN and then generates the predictions through probabilistic matrix factorization. DAN [76]
is proposed for news recommendation. It utilizes two parallel CNNs to extract features of both users and items, and utilizes an attention network to
perform matching. DAML [32] is a hybrid model that tightly combines users’
and items’ text vectors by two mutual attention layers. In this way, the two
CNNs can learn from each other during the training process. Then, the score
of user-item pairs is generated by MLP and a fusion layer.
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CNN for image recommendation
VBPR [77] is a hybrid model that combines CNN and Bayesian Personalized
Ranking (BPR) [4]. Similar to CDL, VBPR utilizes CNN to extract image features and forms a latent vector of the item by adding the collaborative vector.
TVBPR+ [78] extends VBPR by additionally considering the temporal and attention drift. With the consideration of users’ dynamic preferences, significant
improvement to VBPR is achieved. NPR [79] also utilizes BPR cooperating
with CNN, but it recommends items by finding the differences among items
that are interacted by the same user. In this framework, CNN is adopted
for visual, topic and geometrical feature learning. VPOI [80] is proposed for
point-of-interest (POI) recommendation that considers social networks and image features. In this model, VGG16 [81], an improved CNN, is utilized as an
extractor for image feature extraction. The visual features are then fed to a
probabilistic collaborative model to generate commendations. [82] presents a
CNN based model for restaurant recommendation by comparing users’ preference and items’ visual features. Comparing to the aforementioned methods,
the difference of this method is that CNN is also utilized for users’ preferences
learning. TAR [83] is presented for multi-dimensional data learning. TAR
extracts insight, type, subspace and semantic features by a single-layer CNN,
and predicts the scores of sementic-insight pairs by MLP.

CNN for audio recommendation
One of the most common usages of audio recommendation is recommending
music and playlist to users. In this case, many other methods may be utilized
besides CNN such as metric learning and graph embedding. [84] presents an
approach to utilize CNN to extract intermediate features of sharing and operJanuary 13, 2022
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ations on multiple timescales of signals by CNN. PMRS [85] utilizes CNN to
classify music into several genres based on the audio signal beats, and adapts
collaborative filtering methods to recommend music per genre.

2.3.5

RNN based recommender systems

RNN captures the temporal dynamic features, which are usually ignored in
recommendations. Without the consideration of temporal features, models
may fail to learn the sequential patterns of users’ interactions. Also, users’
preferences may change over time, which requires the model to consider the
interests shift. RNN is a primary model for sequential modeling recommender
systems. Based on the goal of systems, the models can be categorized into two
groups: session-based recommender systems and sequence-aware recommender
systems.

Session-based recommender systems
Given a sequence of user’s interactions, the goal of session-based recommender
systems is predicting the user’s next action. Specifically, for a temporally
ordered session su = [i1 , i2 , ..., in ], the task is to find the next item in+1 .
[86] presents a typical session-based model utilizing Gated Recurrent Unit
(GRU) and RNN. The structure of the model is shown as Figure 2.6. The input
is an one-hot encoding vector, and after going through an embedding layer,
multiple GRU layers and feedforward layers, the predictions are generated at
the output layer.
The update function is given as:
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Fig. 2.6: Structure of the RNN based recommender system.

ht = (1 − zt )ht−1 + zt ĥt
zt = σ(Wz xt + Uz ht−1 )
t̂t = tanh(W xt + U (rt

ht−1 ))

rt = σ(Wr xt + Ur ht−1 )
Where σ(·) is a Sigmoid function, and the predictive function is defined as:

ŷ = a(ht )
Where a(·) is an activation function. ŷ is the likelihood of the next item
among all items. The model is optimized by pair-wise loss function, which is
defined as:
N
1 X
log(σ(ŷi − ŷj ))
L=−
N j=1

Where N is the number of negative items for each positive item, and i is
the next item for each session.
p-RNN [87] improves RNN by integrating auxiliary information with RNN.
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It has a parallel structure, where two RNNs are utilized in parallel. The auxiliary vector is pre-trained, and then is fed into a GRU layer before combining
with the collaborative vector. [88] proposes to utilize the contextual information and the item embedding to improve the performance. [89] proposes
to integrate the neighborhood information with RNN. Specifically, this work
combines kNN with RNN, which results in superior performance. [90] proposes
an approach to apply attention mechanism to capture users’ purposes in sessions, which further improves the performance. CSRM [91] applies two parallel
modules: inner memory encoder and outer memory encoder to capture users’
information and features of collaborative neighborhood sessions. Then, the
scores are obtained by computing a bilinear matching. CSRM achieves significant improvement comparing to the aforementioned approaches. π-Net [92]
studies the cross-domain scenario where multiple users share a single account.
π-Net employs a shared account filter unit (SFU) to learn user-specific representations and a cross-domain transfer unit (CTU) to adaptively combine the
information from SFU at each timestamp. RepeatNet [93] emphasizes replicative consumption that is usually ignored. it utilizes encoder-decoder structure
that integrates a regular neural recommendation approach in the decoder with
a repeat recommendation mechanism to choose items from the user’s session.

Sequence-aware recommender systems
Different from focusing on sessions in session-based models, sequence-aware approaches work on items with the consideration of the temporal factors. Therefore, comparing to traditional collaborative filtering methods that study the
users and items, sequence-aware models also consider the timestamps that the
user interacts with the item. In this case, the goal of the system is predicting
a set of items that the user will interact with given a list of historical records.
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General approaches to capture users’ interests can be divided into two categories [94]: i) global models that focus on identifying users’ interests in general,
and ii) localized models that emphasize users’ temporal interests.
More recent approaches are neighborhood methods [95], which generate
recommendations by calculating the similarities of items from co-occurrences.
Typically, Markov chain based models explore either general interests or current interests. [96] fitted a gated RNN for recommender systems to learn temporal dynamics of sequences. They compare three GRUs: linear user-based
GRU, rectified linear user-based GRU and attentional user-based GRU. [97]
utilizes RNNs for multiple types of context information, i.e., external contexts
and transition contexts, for sequential recommendations. SITAR [98] utilizes
stacked recurrent neural networks to model both contexts and sequential information simultaneously. Unlike previous works, the number of parameters
does not increase with the increasing number of temporal and input records.
DREAM [99] is presented for next basket prediction where RNN is utilized to
understand user’s interactions over the global historical sequential data, which
is opposite to traditional approaches.
Note that other techniques are also utilized for the sequential-aware recommendation. For example, MPCN [100] utilizes MLP to extract features
of reviews texts at word-level and applies co-attention mechanism to allocate
weights to reviews, and CoupleNet [101] utilizes CNN to perform user-user
matching for social network recommendation.
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Metric learning based recommender systems

Metric learning provides triangle inequality to recommender systems from the
perspective of geometry. Geometry is an important and broad topic, which
includes Euclidean geometry, nonlinear geometry and differential geometry etc.
Triangle inequality means, as shown in Figure 2.7, the sum of the lengths of
any two sides of the triangle is greater than the length of the third side:

→
−
→
−c = →
−
a + b
(2.4)
||c||2 < ||a||2 + ||b||2

a

b
c

Fig. 2.7: The illustration of triangle inequality.

The distance between two points x and y is measured by Mahalanobis
distance dM (x, y) or Euclidean distance dE (x, y), which are defined as:

p
(x − y)> M (x − y) = ||A(x − y)||2
p
dE (x, y) = (x − y)> (x − y) = ||x − y||2

dM (x, y) =

(2.5)

Where x and y are two d-dimensional vectors, and M = A> A is a symmetric
positive semi-definite matrix, and A ∈ Rd×d .
For collaborative filtering, triangle inequality is expressed as: if the user u
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liked items v1 and v2 , traditional approaches that use inner product to generate
recommendations will place v1 and v2 closed to u, but will not necessarily place
v1 and v2 closed to each other. The Figure 2.8 also demonstrates the effect of
triangle inequality.
Metric learning based approaches
placed items
Traditional approaches placed items
The user

Fig. 2.8: The illustration of triangle inequality for collaborative filtering.

CML [102] is firstly presented to apply metric learning to collaborative filtering. By pushing the positive items closed to the user, and pushing away
negative items, CML achieves significant improvement comparing to traditional collaborative methods. In addition, by integrating auxiliary information
of items extracted by MLP, the performance can be further improved. The
objective function of CML is:

L=

X

X

(u,i)∈Ω

(u,j)∈Ω−

wij [m + dE (u, i) − dE (u, j)]+

(2.6)

Where Ω and Ω− denote positive and negative user-item pairs, wij is the
pre-computed weight, dE (u, i) is Euclidean distance between the point u and
i, and [·]+ is ReLU function.
[103] demonstrates an issue of CML that CML is an ill-posed algebraic
system where the number of interactions is larger than the number of users
and items, and presents LRML to learn the relationships between the users
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and the items through a memory network. Besides that, [12] demonstrates
an issue of CML that positive items may unexpectedly be placed closed to
negative items. To address this issue, the author proposes SML that also
considers the distances between the positive items and negative items, i.e.,
d(v, v − ). Also, they argue that the fixed margin adapted in CML and LRML
is not able to model personalized criteria of users, so they propose to learn the
adaptive margin to reduce the variations. [104] considers the adaptive margin
more deeply by modeling the probability of the uncertainties, and the adaptive margin is learned by reducing the margin ranking loss. Their proposed
model, PMLAM, samples the embedding of users and items through Gaussian
distribution, and utilizes Wasserstein distance to replace Euclidean distance.
Collaborative Metric Learning with Memory Network (MRMN) [105] extends
LRML to deal with items with multiple features by learning multiple relations
for each user-item pair. Metric Factorization [106] assumes that users and
items can be placed in a low dimensional space, so it measures their explicit
closeness by using Euclidean distance. Unlike previous models measuring Euclidean distance, Adversarial Mahalanobis distance-based Attentive Song Recommender (AMASR) [107] instead learns Mahalanobis distance and enhances
the model by using adversarial personalized ranking loss [108] to recommend
songs.
Overall, most of the existing models [102,103,105,106,109–111] directly use
the vectors of users and items, while only a few models, such as [107], linearly
project the vectors by a matrix.
Besides the linear mapping, enormous related algorithms for nonlinear mapping have been proposed. For example, Chen et al. [112] proposes Adversarial
Metric Learning, and Xu et al. [113] proposes Bilevel Distance Metric Learning.
These studies represent the improvements on the linear metric. In addition, He
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et al. [114] proposes Kernel Density Metric Learning, Zagoruyko et al. [115] proposes Convolutional Neural Networks based metric learning, Aiolli et al. [116]
proposes an anisotropic RBF kernel, and Chen et al. [117] proposes Curvilinear Distance Metric Learning (CDML). These models nonlinearly project
data points to a new space. Therefore, nonlinear mapping is an important
topic that is overlooked by existing methods. As we will see in Chapter 7, we
present a novel method utilizing nonlinear mapping for recommender systems.
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Chapter 3
Short-Term Memory Variational
Autoencoder for Collaborative
Filtering
3.1

Introduction

As explained in Chapter 2 Section 2.3.3, VAE relies on high quality input
data to generate latent factors by an inference model, but only a few works
studied the improvement of input data to the models. In addition, VAE does
not consider users’ interests shifts with time, which could be sub-optimal in
practice. For example, when a customer has bought an iPhone, she would be
likely to buy a phone case. Thus, the system is expected to recommend phone
cases to her rather than another mobile phone. To this end, we propose Short
Term Memory Variational Autoencoder (STMVAE) as a better solution for
collaborative filtering in this chapter. It is a neural temporal model cooperating
with VAE. While most studies on VAE used normalized bag-of-words vectors as
input data, we find that the processed input helps improve VAE’s generated
44

3.1. Introduction

45

recommendations. Thus, we extend VAE by learning temporal features in
addition to collaborative inference.
STMVAE is a probabilistic model to better make use of implicit feedback
and temporal factors. Specifically, we propose a Short Term Memory (STM)
model to extract temporal features in addition to learning collaborative latent
vectors by VAE. Also, we alleviate the underfitting problem that VAE usually
suffers [118] by extracting temporal features from input data. Different from
existing methods, our proposed STMVAE model explores users’ both general
and recent interests to form users’ preferences. By considering the temporal
factors, STMVAE is capable to capture users’ dynamic interests. In addition, by incorporating STM into VAE, the input data is firstly transformed
by STM before feeding to VAE. Thus, bag-of-words vectors are transformed
to dense vectors, which is helpful for VAE to learn latent representations.
Moreover, to demonstrate the generality of our method, we further derive another model named Short Term Memory Embarrassingly Shallow AutoEncoder
(STMEASE) by applying STM model to a linear model Embarrassingly Shallow AutoEncoder (EASE) [14]. Similar to STMVAE, the input for EASE is the
output from STM model. The difference between STMVAE and STMEASE is
that EASE can be treated as a “shallow” VAE without hidden layers. Thus,
it has a simple structure and the computational burden is lighter than VAE.
In our experiments, we evaluate the performance of STMVAE and STMEASE
to demonstrate the effectiveness of short term memory on nonlinear and linear
collaborative filtering models respectively.
To demonstrate the effectiveness of our proposed methods, we evaluate
our proposed models on three real-world datasets. The results show that our
proposed models outperform competing collaborative filtering methods.
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Problem Definition

Suppose there are U users U = {1, 2, .., U } and I items I = {1, 2, .., I}. Let
R ∈ RU ×I denote the user-item matrix of ratings or interests, where Rui is
the rating of user u on item i. If the rating is unknown, we mark unk. We
construct the user-item interaction matrix X ∈ RU ×I from R with implicit
feedback as Equation (3.1).

Xui =



0 if Rui = unk

1

(3.1)

otherwise

Note that although we binarize the ratings, STMVAE still works on explicit
ratings. Recommender systems are commonly formulated as the problem of
estimating the probability of each unobserved entry in X, which are used for
ranking items. The task of our model is generating a list of R items for each
user to maximize the user’s satisfaction.
VAE assumes that there is an underlying model that can generate probabilities from the latent variables zK ∈ Zd of the user u as Equation (3.2).

p(Xu ) = f (zu ; θ)

(3.2)

Where f (·) is parameterized by θ in space Θ. Based on this function, we can
predict the scores of the user-item pairs.

3.3

The Proposed Model

Firstly, notations in this chapter are summarized as follows. We use u ∈
{1, 2, ..., U } to index users and i ∈ {1, 2, ..., I} to index items. zu ∈ RK denotes
the K-dimensional latent space representations and xu ∈ NI is a bag-of-words
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Fig. 3.1: The proposed Short Term Memory Variational Autoencoder (STMVAE)

vector with the binary value that equals to 1 if the user liked or clicked an
item or equals to 0 otherwise. Xu = {xu1 , xu2 , ..., xu|V| } denotes the embedding
vectors with respect to the u’s interested item set V.

3.3.1

The STMVAE model

Inspired by the approach taken by [94], we develop STMVAE based on VAE.
Considering the fact that users are only interested in a small subset of items
[20], we argue that simply use bag-of-words vectors as input leads to underfitting since the data is sparse. Using sparse vectors may limit the capability
of VAE. In STMVAE, the input of VAE is the probability of each item, which
includes more information.
As shown in Fig. 3.1, STMVAE is composed of two components: i) STM
model and ii) VAE model. STM extracts the temporal features and generates
the score vectors. Specifically, the embedding layer in STM model is trained
to embed each item i ∈ V. Xu is the set of items that the user is interested
in. xul represents the last interested record in Xu , which represents the user’s
current interests, and xug represents the general interests of the user u, which
is defined as the average of the external memory.
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V

1 X
mg =
xuv
|V| v=1

(3.3)

ml = xul

(3.4)

Then, the general interests mg and the last interest ml are processed
through two Multilayer Perceptron (MLP) networks with n hidden layers respectively. Two MLP networks have the same number of hidden layers, but
the weights and biases are independent. The operation on each hidden layer
is defined as Equation (3.5), where hn ∈ Rd denotes the output state for each
hidden layer. Wn ∈ Rd×d is the weight matrix and bn ∈ Rd is the bias vector.
g(·) is the non-linear activation function, and we choose tanh function for STM
model.

hn = g(Wn hn−1 + bn )

(3.5)

At the trilinear composition layer, the score function for item i ∈ I is
defined as Equation (3.6), where ri denotes the score for item i, σ(·) denotes
the sigmoid function and

denotes the element-wise product between two

vectors.

ri = σ(h>
g (hl

xi ))

(3.6)

For a set of the user’s interested items V, the loss function for STM model
is defined as the cross-entropy of r as Equation (3.7).

L(r) = −

|V |
X

[yv · log(rv ) + (1 − yv ) · log(1 − rv )]

(3.7)

v=1
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STM model is connected to VAE model by feeding the output of STM
model to VAE. Since the score is learned from the general and the latest
items, it contains more latent information than bag-of-words vectors. Thus,
the inference model in VAE tends to learn more robust latent variables. In
addition, during the training process, the feedback from the rating matrix flows
back to STM to train the embedding parameters, which further improves the
performance. The loss function for STMVAE is defined as Equation (3.8).

L

=

L(r) + Eqφ (zu |xu ) log

pθ (xu |zu ) − β · KL(qφ (zu |xu )||p(zu )) (3.8)

For a given history of user u, we rank items based on the predicted multinomial probability fθ (zu ). It is obvious that the advantage of STMVAE is
that we can effectively address the sparsity problem and generate robust recommendations by evaluating the STM model. Classic VAE simply use raw
click history to train VAE, while ru generated by STM model contains more
knowledge than raw click history.

3.3.2

The STMEASE model

Inspired by the findings that a small number of hidden layers achieve the
best performance, Short Term Memory Embarrassingly Shallow AutoEncoder
(EASE) was proposed. Different from VAE that uses the structure of autoencoder, EASE has no hidden layers or activation functions, so it is a linear
model. We connect STM model to EASE to form a novel model STMEASE to
demonstrate the generality of STM model incorporating with linear models.
In this section, we first describe EASE model and then introduce our proposed
STMEASE.
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With an item-item matrix B ∈ RI×I where diag(B) = 0, the predicted
score rui for the user-item pair (u, i) is given by the inner product:

rui = X>
u Bi
Where Bi is the i-th column of the matrix B. The objective function of
EASE is:

LEASE = ||X − XB||22 + λ||B||22
Where || · ||2 denotes the L2 -norm. As reported by [14], training with other
objective functions may increase the performance, but may also increase the
computational cost.
Similar to STMVAE, we connect STM model to EASE by feeding the
output of STM to EASE to form a new model STMEASE. The objective
function for STMEASE is:

L = Lr + LEASE
Since the matrix B can also be seen as a co-occurrence matrix, which is
typically used in neighborhood based methods, STMEASE utilizes temporal
and item-item features to generate better recommendations while STMVAE
mines the improved latent factors for users.

3.4

Empirical studies

In this section, we conduct experiments on three popular datasets to demonstrate the effectiveness of our models. We provide insights into the performance
by exploring the results. STMVAE and STMEASE achieve state-of-the-art reJanuary 13, 2022
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sults on three real-world datasets in the comparison with various baselines,
which are recently proposed neural network based collaborative filtering models.

3.4.1

Datasets and Data Preparation

We evaluate our proposed models on three widely used datasets in recommender systems: MovieLens 100K (ML-100K), MovieLens 1M (ML-1M) and
Netflix Prize (Netflix).
MovieLens datasets contain user-movie ratings collected from a movie recommendation service. We did not preprocess MovieLens datasets because they
are already filtered. For ML-100k, there are 944 users, 1,683 items and 100,000
ratings. For ML-1M, there are 6,040 users, 3,706 movies and 1M ratings.
Netflix dataset contains the user-movie ratings from the Netflix Prize. We
binarized the data in the same way as in [30] that only keeps positive ratings
(rating 5) for training, validating and testing. After filtering out users with
less than 20 interactions and items with less than 20 interactions, we have
252,827 users, 15,563 movies and 21M ratings in the final dataset.
On the three datasets, we randomly split users in the ratio of 8:1:1 for
training, validating and testing respectively.

3.4.2

Metrics

We evaluate our results by ranking-based metrics: Recall@R and the truncated
normalized discounted cumulative gain (NDCG@R). For each user, both metrics compare the predicted rankings of the held-out items with the true rankings. While Recall@R considers all items ranked within the first R to be
equally important, NDCG@R emphasizes the importance that the high rankJanuary 13, 2022
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ings versus low rankings [20]. The high value of Recall@R indicates that there
is a large proportion of the user’s interested items in the top R items, and the
high value of NDCG@R indicates that the user’s interested items have high
rankings among the top R items.
From the perspective of the practice, Recall@10 measures how many interested items in a list of ten suggested items, while NDCG@10 measures the
quality of the order of the interested items.
The Recall@R for each user is defined as Equation (3.9), where ω(r) is the
item at rank r, I[·] is the indicator function, and Iu is the set of items that user
u clicked on. The expression in the denominator is the minimum of R and the
number of items that the user u clicked. The Recall@R is normalized with the
maximum value of 1, so the items are ranked in this way.
PR
Recall@R(u, ω) =

I[ω(r) ∈ Iu )]
min(M, |Iu |)

r=1

(3.9)

The NDCG@R is defined as Equation (3.10). NDCG@R is figured out by
normalizing DCG@R after dividing by the best possible DCG@R.
PR
N DCG@R(u, ω) =

3.4.3

2I[ω(r)∈Iu )]] − 1
log(r + 1)

r=1

(3.10)

Baselines

In this section, we introduce baselines selected for the comparison against our
proposed models. As our proposed models are neural network based models,
we mainly select neural network based user-item models for the comparison.
The models included in our comparison are listed as follows:
 Collaborative Denoising Autoencoder (CDAE) is a neural network based

model that uses denoising autoencoder for collaborative filtering [119].
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CDAE learns latent representations and implicit relationships between
items and users.
 Deep Matrix Factorization (DMF) [120] is a state-of-the-art collabora-

tive filtering model that utilizes the neural network for matrix factorization.
 Neural Collaborative Filtering model (NCF) [18] is a non-linear collabo-

rative filtering Bayesian model. The model ranks items by the possibility
generated from matrix.
 Multinomial Variational Autoencoder (Mult-VAE) is a state-of-the-art

multinomial conditional likelihood based collaborative filtering model
[20]. This model utilizes the multinomial likelihood for the data distribution in collaborative filtering. Mult-VAE is a strong baseline and
achieves the best performance among our baselines.

3.4.4

Parameters

We study the performance of models under strong generalization [94]. The
hyper-parameters are optimized via grid search on the validation set. To evaluate, we take part of the records from test set to learn the representation for
the model and compute the metrics on the rest of the unseen records from test
set.
We choose the embedding dimension d as 100, reference and generative
model are symmetrical with one hidden layer. The latent representation K
and the hidden layer are set to 200 and 400 respectively. We train STMVAE,
STMEASE and baselines by Adam with the batch size of 500 and keep the
model with the best validation NDCG@10 and report test set metrics with it.
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Experimental results

The results of the comparison are summarized in Table 3.1. They demonstrate the effectiveness of our proposed models on all datasets in two metrics
(i.e. NDCG and recall). We observe that Mult-VAE is a strong baseline that
beats CDAE, DMF and NCF on dense and sparse datasets. The good performance of Mult-VAE indicates that VAE is able to handle sparse dataset when
choosing appropriate hyper-parameters and latent distribution. CDAE is a denoising autoencoder based model that learns the users’ latent variables, which
is similar to Mult-VAE. NCF and DMF are two models that can be treated as
neural network based matrix factorization approaches. The two models learn
the latent variables of users and items respectively with non-linear functions.
Moreover, the experimental results of DMF and NCF show that the performances of two models vary on various datasets. In addition, since the two
models are based on matrix factorization, they suffer from sparsity problems,
which is reflected in our results. DMF performs well on the dense dataset,
which is similar to CDAE, but its performance drops significantly on the sparse
dataset. In addition, our proposed models STMVAE and STMEASE achieve
the best performance among baselines because they model the temporal factor
and the influence of the last records for each user. We observe that although
STMEASE has a simpler structure than STMVAE, STMEASE has a similar
performance on ML-100k, and beats STMVAE on ML-1M and Netflix. This
is consistent with the results in [121] that neighborhood based approaches
outperform model based approaches.
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STMEASE
CDAE
DMF
NCF
Mult-VAE

55
Recall@10
0.4350
0.4338
0.4033
0.4122
0.3309
0.4258

NDCG@10
0.4559
0.4541
0.4093
0.4010
0.3737
0.4552

(a) ML-100k
Recall@10 NDCG@10
STMVAE
0.4436
0.4627
STMEASE
0.4482
0.4651
CDAE
0.3584
0.3307
DMF
0.3525
0.3755
NCF
0.3102
0.3018
Mult-VAE
0.3601
0.3756
(b) ML-1M
Recall@10 NDCG@10
STMVAE
0.3030
0.3144
STMEASE
0.3121
0.3277
CDAE
0.1985
0.1864
DMF
0.1501
0.1375
NCF
0.2102
0.2018
Mult-VAE
0.2564
0.2705
(c) Netflix
Table 3.1: Comparison between various baselines and our proposed models: STMVAE and STMEASE. Our proposed models outperforms the baselines across
datasets and metrics.

3.4.6

Effects of the Last Click

In this section, we compare STMVAE against a modified version STMVAEthat does not utilize the last click records to verify the effectiveness of modeling
the last click information.
 STMVAE : The STMVAE model proposed in this work.
 STMVAE-: It is based on STMVAE, but does not learn the last click

item embedding in the trilinear layer.
The results in Table 3.2 demonstrate that the model learning the last click
records has better performance than not. In addition, the performance of
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the two models are similar on the dense dataset, and STMVAE only has an
improvement of 0.8%. However, on the sparse dataset (i.e., Netflix and ML1M dataset), STMVAE has 5.22% improvement. This proves that learning last
click history improves the performance by narrowing down the alternatives on
the sparse dataset.
The results show that the last click history positively contributes to the
recommendations. Our model is able to capture long term and short term
preferences while weighting more on short term. The reason behind the results
is that the last click represents users’ most recent interests, therefore the users’
following preferences may be more related to the last click.

STMVAE
STMVAE-

ML-100k
Recall NDCG
0.4350 0.4599
0.4339 0.4559

ML-1M
Recall NDCG
0.4436 0.4627
0.4283 0.4453

Netflix
Recall NDCG
0.3030 0.3144
0.2810 0.2988

Table 3.2: Impacts of the last click

3.4.7

Sensitivity to Hyper-Parameters

Size of Embedding Layer
In STM, we need to map items to vectors through an embedding layer. To
study the impact of the size of embedding layers, we extensively conduct an
experiment to apply various sizes of the embedding layer on ML dataset to test
the performance. The results are shown in Fig. 3.2 where the performance
of two models on the dense dataset is similar to what is shown on the left
side. In contrast, the size of the embedding layer influences the performance
significantly on the sparse dataset, which is shown on the right side. We argue
that it is because size 50 leads to underfitting while size 200 leads to overfitting.
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(d) Recall of ML-1M

Fig. 3.2: Metrics for various size of the embedding layer. Left: ML-100K, Right:
ML-1M

Size of the Latent Factor
The size of the latent space is another factor that controls the performance.
We conduct experiments and compare the performance with various sizes (i.e.
100, 200, 400) on ML datasets. As shown in Fig. 3.3, the performance is
better with higher latent spaces, and the gap increases as the dataset becomes
sparser. We argue that it is because the large latent space leads to the large
capabilities of the model. Therefore, the performance of the model positively
relates to the size of the latent space.
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Fig. 3.3: Metrics for various sizes of the latent factor. Left: ML-100K, Right: ML1M

Depth of Layers in STM Component
In our proposed model, we evaluate the click history through the neural network with multiple layers. We conduct experiments to find the appropriate
depth of the neural network. Table 3.3 summarizes the detailed comparison
among the range of layers (i.e. one to three). On both the large and small
datasets, the model with three hidden layers achieves the best performance.
However, we notice that the model with one layer achieves better performance
than with two on large dataset ML-1M. Therefore, we can draw a conclusion
that deep layers are not always helpful to improve performance.
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ML-100K

ML-1M

Depth
1
2
3
1
2
3

NDCG
0.4476
0.4539
0.4627
0.4526
0.4411
0.4598

Recall
0.426
0.433
0.439
0.4267
0.4312
0.4431

Table 3.3: Metrics for various sizes of the depth of the STM component

3.5

Summary

In this chapter, we have introduced STMVAE and STMEASE as better models
for collaborative filtering that learn: i) an embedding space with items over
users, and ii) latent vectors that generate recommendations through generative
model. We have proposed a novel approach to process input data for both
nonlinear and linear models. Before the data fed to collaborative model, the
input is transformed through a STM model that deals with temporal factors.
Moreover, STMVAE avoids underfitting by introducing STM model where bagof-words vectors for VAE are transformed to probability vectors. We evaluate
our proposed models on three real world datasets and our experiment results
show that our proposed models achieve competitive performance against stateof-the-art baselines.
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Chapter 4
Hybrid Variational Autoencoder
for Recommender Systems
4.1

Introduction

In Chapter 3, we present our neural temporal model STMVAE. Although
STMVAE demonstrates its effectiveness by utilizing the temporal features, we
find its performance drops when the temporal features are not available or
the users’ sessions are too short. For such scenarios, we present our novel
method in this chapter. Comparing to STMVAE, this method handles the
sparsity problem by utilizing the content information and does not require the
temporal features. We first review how a typical hybrid model, CDL, integrates
the content-based filtering and collaborative filtering. Then, we elaborate our
novel method and compare it with CDL and CVAE.
We use ui and vj to denote the implicit factor of user i and item j, and
zj to denote the content representation of item j. The predicted rating Rij of
CDL is calculated by the following equation:
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>
>
Rij = u>
i (vj + zj ) = ui vj + ui zj .

(4.1)

Where the first term u>
i vj is the traditional matrix factorization, while the
second term u>
i zj is the result of the item’s content representation and the
implicit factors of the user. However, recent studies [33, 76, 122] show that
such approach to aggregate the items’ representations and the implicit factors
is not efficient and fails to capture the relation between content information and
collaborative features. CVAE improves CDL by applying VAE to learn content
representations, but it still adopts the same way to combine the content-based
component and the collaborative component. As a result, the performance of
CVAE tends to be sub-optimal.
To this end, we propose a novel approach to combine the two components
for better predictions. In particular, our proposed model, Hybrid Variational
Autoencoder (HVAE), jointly learns the content representations and the collaborative factors of both users and items. Specifically, HVAE generates the
recommendation based on the two scores: the similarity of presentations of
the content information and the probability of the user-item pairs. For example, HVAE recommends articles to the user by considering (1) the similarity
between the user’s preferences of articles and the article’s content and (2)
the user’s historical articles. Also, unlike CVAE that imposes the competition among content representations in its generation network, HVAE relaxes
the constraint and learns to generate the content representations by Gaussian
distribution. Our experiments show that the generated content representations can better describe the input values. In addition, HVAE utilizes users’
profile and combine the content-based component and collaborative component in an optimal way, which further improves the performance on sparse
January 13, 2022

4.2. Problem Definition

62

datasets. Unlike CDL that needs to corrupt input data, HVAE generates the
content information via a probabilistic latent variable model and achieves a
robust performance by inferring stochastic distributions rather than point estimates. Moreover, since VAE is a general model that has been widely adapted
to different data types and characteristics, such as images [64] and scientific
articles [65], HVAE can be easily extended for various types of content and
therefore has a great potential for wider applications.

4.2

Problem Definition

The user set and item set are denoted as U = {1, 2, ..., U}, and V = {1, 2, ..., V}
respectively. We map the views of users and items into a low-dimensional latent
space with d dimensions, where user i ∈ U is represented by a latent variable
ui ∈ Rd and item j ∈ V is represented by a latent variable vj ∈ Rd . The
user-by-item interaction matrix is the click or like matrix, and is represented
by Y ∈ N|U|×|V| . For simplicity, we binarize the interaction matrix, however,
it is straightforward to extend it to general count data. The representation of
content information is denoted as xi and xj for user i and item j respectively.
We formulate the top-K recommendation problem as predicting the score
of item j that the user i has not previously interacted with, then reporting the
top K items that the user is most likely to prefer.

4.3

The Proposed Model

Based on VAE, we obtain representations for both users’ and items’ collaborative and content representations to construct our model, namely Hybrid Variational Autoencoder (HVAE). The rating is estimated by two components:
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zi

hinf

hgen

xi

hgen

xj

𝜎

Rcon
ij
𝜇

xj

zj

hinf
𝜎

Rij

ui
Rcol
ij
vj

Fig. 4.1: The architecture of the proposed model – Hybrid Variational Autoencoder
(HVAE)

content-based component and collaborative component. Content representations of users and items are learned from VAE while the collaborative implicit
factors are learned through Probabilistic Matrix Factorization (PMF) [3]. Although Generalized Matrix Factorization [18] can also be adopted, the improvement is minor while the extra computing consumption is significant. The
architecture of HVAE is shown as Fig. 4.1.
Note that we address the sparsity problem by balancing the collaborative implicit factors and the content representations. Unlike CDL and CVAE
adopts an indirectly way that separately learns the content representation and
collaborative implicit factors before taking sum of them, in HVAE, the similarity between the presentations of the user and item directly contributes to the
score of user-item pair, which is more effective as proved by [123]. In addition,
the advantages of HVAE are: (i) The similarity between the representation
of users and items indicates the user’s preference, so learning the similarity
improve the prediction in case of the sparse dataset; and (ii) the model learns
the content representations with the influence of the rating matrix, which is
helpful in training process [30]. For the content representation of the item j,
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the generation network hgen is defined as:
For each layer l of the generation network,
(a) For each column m of the weight matrix Wl , draw Wl,m ∼ N (0, λ−1
w IDl )
(b) Draw a bias vector bl ∼ N (0, λ−1
w IDl )
(c) For each row n of hn , draw hl,n ∼ N (σ(hl−1,n Wl + bl ), λ−1
s IDl )
(d) Draw the mean and variance of the normal distribution as
µ ∼ N (h1,L W1,L+1 + b1,L+1 , λ−1
x I)
log σ 2 ∼ N (h2,L W2,L+1 + b2,L+1 , λ−1
x I)
(e) Draw content representation as xj ∼ N (µ, σ 2 I)
Note that λw , λs and λx are three hyper-parameters that control the variances of the prior normal distributions in PMF, and usually λs is set as infinite
for the efficiency of neural network. The generation network of VAE neither
requires the neural network be a MLP, nor xj to be drawn from a Gaussian
distribution. Hence, one may easily modify the generation network to extend
the model for other purposes.
Following the approach taken by VAE, zj is learned through an inference
network, and the variational distribution is set as a Gaussian distribution with
{µ, σ}, which are learned through an inference model hinf as:

qφ (zj ) = N (µφ (xj ), diag{σφ2 (xj )}).

(4.2)

The representation zi of the user i is learned in a similar manner, and in the
inference model, the output layer is shared across users’ and items’ networks.
Same as PMF, the collaborative implicit factors ui and vj for user i and
item j are drawn from two Gaussian distributions, where λu and λv are two
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hyper-parameters controlling the variances of the distributions, i.e.,

ui ∼ N (0, λ−1
u ID ), and
vj ∼ N (0, λ−1
v ID ).

The semantic relevance score between the content variable zi and zj is
measured by cosine similarity as shown in Equation (4.3). With the semantic
relevance score, the posterior probability Rcon of user i given item j is estimated
from the score by Softmax function as shown in Equation (4.4), where γ is a
smoothing factor that is empirically set on a hold-out set [123].
zi> zj
cos(zi , zj ) =
||zi || · ||zj ||

(4.3)

eγcos(zi ,zj )
γcos(zi ,zj )
i∈V e

(4.4)

con
Rij
=P

With the ELBO in Equation (4.5), the loss function for the semantic relevance score is defined by Equation (4.6).

log p(xj ; θ) ≥ Eqφ (zj |xj ) log pθ (xj |zj ) − KL(qφ (zj |xj )||p(zj ))

(4.5)

In this equation, Kullback-Leibler (KL) divergence can be treated as a regularizer, where β is a hyper-parameter that controls the level of regularization,
and V + is the items that user i is interested. Ideally, V should contain all of
the possible items. In practice, in order to save computation efforts, for each
i ∈ U , we use all j ∈ V + and randomly select N number of uninterested items,
which is denoted as {Vj− ; j = 1, 2, ..., N }.
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Lcon (xi , xj ; θ, φ) = Eqφ (zi |xi ) log pθ (xi |zi ) + Eqφ (zj |xj ) log pθ (xj |zj )
− β[KL(qφ (zi |xi )||p(zi )) + KL(qφ (zj |xj )||p(zj ))]
X
con
−
log Rij

(4.6)

i,j∈V +

With the collaborative variables, the rating of user i to item j is drawn as
specified by Equation (4.7), where Cij is the precision parameter that indicates
col
col
= 0, it means that user
. Note that when Rij
how confident we are with Ruv

ui may be not interested in vj or not aware of it.

−1
col
Rij
∼ N (u>
i vj , Cij ),

where
Cij =

(4.7)



 a if yij = 1,

 b otherwise.

The loss function for the collaborative variables is defined by Equation (4.8).
Lcol (ui , vj ) = E[log p(ui , vj )]
(4.8)
= yij log

col
Rij

+ (1 − yij ) log (1 −

col
Rij
)

With the relevance score and the rating from the collaborative features, we
calculate the probability by combining two scores by Equation (4.9), where α is
a contribution factor that controls the weights of the content representations.
con
Since Rij
∈ [−1, 1] and u>
i vj ∈ (0, 1), α ∈ (0, 1) can control the weight
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significantly.
con
col
Rij = (1 − α)Rij
+ αRij

=α

u>
i vj

(4.9)

1−α
zi> zj
+
||zi || · ||zj ||

Inspired by the advanced method in document search, we measure the similarity of users’ preferences and items’ content representations by the relevance
score, which is estimated to be proportional to their cosine similarity [124].
Cosine similarity is used in information retrieval while there are only a few
studies of its application in recommender systems. Elkahk et al. [123] is an
example of applying cosine similarity in a recommender system, but they used
MLP to learn the content information. Note that we can reproduce Equation
(4.1) from Equation (4.9) by setting α = 0.5 and replace cosine similarity by
dot product of users’ implicit vectors and items’ content representation.
Lastly, by combining the content and the collaborative variables together,
the full loss function can be formulated by Equation (4.10).

L = (1 − α)Lcon + αLcol

4.4

(4.10)

Experiments

In this section, we present our quantitative and qualitative analysis based on
experiments using two real-world datasets to demonstrate the effectiveness of
the proposed HVAE model for recommender systems.
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Datasets

The two datasets are from CiteULike where users are allowed to save and
share academic articles, and they have different sizes and degrees of sparsity
for different practical scenarios. We select CiteULike datasets because the two
datasets contain the title and abstract of each article, and titles and abstracts
represent the content information of articles. Although other datasets are
available such as Amazon datasets, they only contain users’ comments as the
content information, which we argue not suitable for two reasons: (i) The
comments can merely represent users’ feedback of items, but not the items’
descriptions; and (ii) it is difficult to extract the content information of users
since the comments are only for items. Moreover, due to the popularity of the
CiteULike datasets, our selected baselines have been conducted on them. It
is fair to compare HVAE against them on the same datasets. Thus, we select
CiteULike datasets with the aforementioned considerations. The first dataset,
citeulike-a, was collected by Wang and Blei [125]. This dataset includes 5,551
users and 16,980 articles with 204,986 observed user-item pairs. The sparsity
of the rating matrix is 99.78%. The second dataset, citeulike-t, was collected
by Wang et al. [30]. They manually selected 273 seed tags and collected all
the articles with at least one of the selected tags. There are 7,947 users and
25,975 articles with 134,860 observed user-item pairs, and the sparsity of the
rating matrix is 99.93%.
The content information of each article is the concatenation of the title and
abstract, and the content information of each user is the collection of titles and
abstracts of articles he or she liked. We pre-processed datasets by removing
stop words, and then choose the top S discriminative words according to the
TF-IDF values to form the vocabulary. S for citeulike-a and citeulike-t are
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8,000 and 20,000 respectively. Each article is represented as a bag-of-words
histogram vector, while the content information of users is represented as the
bag-of-words histogram vector of all the articles related to the user. Then we
follow the same method as in [30,31,125] to normalize the content vectors over
the maximum occurrences of each word in all articles.

4.4.2

Evaluation Scheme

We follow the procedure of [31] and [30] to split the dataset. Specifically, for
each dataset, we randomly select one item which is associated with each user
to form the training set, and all of the rest of the dataset form the test set. For
each dataset, we conduct five performance evaluations with different random
splits and reported the average performance. We use recall (recall@M ) and
NDCG(N DCG@M ) to measure the performance. Note that recall@M is
defined as the ratio between the number of items that the user likes among
the top M, and the total number of items that the user likes. N DCG@M is a
rank-aware measure that ranks higher positive items are prioritized, which is
suitable to assess the quality of ranked lists.

4.4.3

Baselines and Experimental Settings

Previous works have demonstrated that hybrid recommender systems with
content information can perform significantly better than vanilla collaborative
based methods [20,30,125], so we only compare our model with hybrid models
and do not choose our proposed STMVAE as a baseline. Specifically, we
compare the model performance among the following state-of-the-art hybrid
models:
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forward model that jointly learns the content information by stacked denoising
autoencoder (SDAE) and collaborative filtering. It allows different levels of
complexity by varying the number of layers.
Collaborative Variational Autoencoder (CVAE) [31]: CVAE is a
generative variational autoencoder model that jointly learns the generation
of content and uses variational Bayes with inference networks for variational
inference. This model is a strong baseline and achieves the state-of-the-art
performance. Furthermore, this model can fit for various complexity by varying
the number of network layers.
Hybrid-VAE (H-VAE) [25]: H-VAE also utilizes VAE to extract features
and generate predictions. The collaborative embeddings concatenate with the
content vector before feeding into VAE.
DropoutNet (DN) [24]: DN is a recently proposed model that aims
to address the cold start problem. This model integrates the collaborative
implicit factors and the latent content variables for users and items, and the
collaborative factors are learned by weighted matrix factorization (WMF) or
CDL. In the experiment, we use WMF to learn the collaborative factors.
Hybrid Variational Autoencoder (HVAE): HVAE is our proposed
model that jointly learns the collaborative features and content information
and uses variational Bayes to approximate intractable integrals with inference
networks. Although HVAE utilizes VAE to learn content information, which
is similar to CVAE, we apply a different approach to combine collaborative
filtering and content-based filtering.
In our experiments, we use a validation set to find the optimal hyperparameters for models and we use the codes released by the respective authors.
For CDL, we set a = 1, b = 0.01, and D = 50, the best performance is achieved
with λu = 1, λv = 10, λn = 1000, and λw = 0.0001. The architecture for CDL
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is a two-layer networks for the first half of SDAE. For CVAE, we use the
same parameters as CDL. By following their original implementation, we pretrained SDAE for CDL and VAE for CVAE to learn the initial network weights,
and then feed into networks for fine-tuning. For DN-WMF, we pre-train the
users’ and items’ preferences by WMF. The architecture is set as reported by
authors with rank D = 200, and the architecture of the model is 1-hidden
layer with 500 hidden units and tanh activations. For Hybrid-VAE, we use
the structure and hyper-parameters provided by the authors. Specifically, the
VAE for content information has the encoder and decoder with 1-hidden layer
and a 3-dimensional latent vector, and the second VAE 200-dimensional latent
vector. Also, the activation functions are set as reported in this study. For
HVAE, we use cross-validation to find the parameters with a setting a = 1, b =
0.01, and D = 50. We train the VAE for users and items content information
respectively in order to get the initial optimal weights for content information,
and then restoring the parameters to train HVAE. The architecture of both
users’ and items’ VAE networks are set as a three-layer networks for generation
and inference network, and the activation function is ReLU.
Because we find that DN-WMF has a bad performance on test dataset. We
additionally compare recall@100 and NDCG@100 of DN-WMF and HVAE on
two datasets with the ratio of 8:2 for training and test. The results are shown
in Table 4.1.

DN-WMF
HVAE

citeulike-a
recall NDCG
0.5813 0.5201
0.5868 0.5331

citeulike-t
recall NDCG
0.2731 0.2313
0.2773 0.2421

Table 4.1: Comparison between DN-WMF and HVAE on dataset with the ratio of
8:2 for training and test
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Fig. 4.2: Performance comparison of HVAE, CVAE, CDL, DN-WMF and HybridVAE based on recall for dataset (a) citeulike-a and (b) citeulike-t
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Fig. 4.3: Performance comparison of HVAE, CVAE, CDL, DN-WMF and HybridVAE based on NDCG for dataset (a) citeulike-a and (b) citeulike-t

4.4.4

Performance Comparison

Figure 4.2 and Figure 4.3 summarize our experiment results for the ease of
comparison among the performances (recall and NDCG) of HVAE, CVAE,
CDL, DN-WMF and Hybrid-VAE on two datasets.
DN-WMF shows the worst performance on two datasets. The reason behind this may be that DN-WMF is designed to be trained with about 80%
user-item pairs in datasets. Also, DN-WMF is a loosely coupled model with
fixed pre-trained implicit factors of users and items, which means DN-WMF
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Fig. 4.4: Performance comparison of Fig. 4.5: Performances of Gaussian
HVAE with different values of α on and multinomial distributions for content
generation
dataset citeulike-a

cannot update the implicit factors with the feedback of content representations during the training process. In this study, the training set only includes
about 23% user-item pairs. We argue that the sparsity of the training data
significantly affect the performance of DN-WMF. Thus, we follow the proposition of [24] to split the two dataset with the ratio of 8:2 for training and test
and report the results in Table 4.1. We observe that HVAE has better performance than DN-WMF on two datasets, which demonstrates the effectiveness
of HVAE. Hybrid-VAE performs better than DN-WMF, but it is outperformed
by other baselines. Hybrid-VAE is also a loosely coupled model, but it utilizes
VAE to learn the content representations and generate the recommendations.
Comparing to tightly coupled models (e.g. CDL, CVAE and HVAE), HybridVAE and DN-WMF do not allow the bidirectional flow of information, which
results in sub-optimal performance. Moreover, comparing to WMF that is
adopted by DN-WMF, VAE is more effective. Thus Hybrid-VAE performs
better than DN-WMF.
For tightly coupled models, CVAE is a strong baseline, it has better performance than CDL. Although both CVAE and CDL are tightly coupled hybrid
January 13, 2022

4.4. Experiments

74

model, the difference between these two is that CDL learns the latent features
of content information by SDAE, while CVAE learns the latent features by
VAE. Several related work, such as [20,48,65], indicate that VAE has the stateof-the-art performance on learning latent features. However, the disadvantage
of CVAE is that CVAE assumes the content information is multinomial distributed. Multinomial distribution imposes a limit budget of probability mass,
but it is unfavorable to let words to compete the limited probability mass in
learning the content representations. In contrast, HVAE assumes that the
probability of each word is drawn from a Gaussian distribution, so there is no
limit on the probability mass. By modeling the content representations of users
and adopting Gaussian distribution as the generative distribution, HVAE is
able to outperform all the baselines by around 20% on average on citeulike-a.
On citeulike-t, although the dataset is sparse, VAE performs better than
SDAE, so we observe that HVAE and CVAE performs better than CDL. Comparing to citeulike-a, the vocabulary size of citeulike-t increases 250%, which
results in much more words competing the limit probability mass. Thus, we
observe that HVAE outperforms CVAE by around 5.7%.
To investigate the impacts of the weights of the two components (i.e.
content-based filtering and collaborative filtering), we adjust the value of α
and conduct experiments on citeulike-a dataset. The results are summarized
in Figure 4.4. We observe that the performance of HVAE changes slightly with
various α, and when α = 0.6 optimal performance is found. This observation
demonstrates that weighted combination of content-based filtering and collaborative filtering can achieve better performance, and a biased combination of
the two components will reduce the performance of HVAE.
The improvements of the performance come from two aspects: i) Gaussian distribution is superior to multinomial distribution in extracting content
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features. Multinomial distribution forces the competition among content representations, which hurts the performance. ii) By jointly learning both user
side and item side content representations and collaborative factors, HVAE
avoids the deficiency of CVAE and CDL. The rest of this section studies the
two aspects in detail.

4.4.5

Performance of distributions

We argue that utilizing multinomial distribution to generate the textual information imposes an unnecessary restriction that limits probability mass to
the output. In this section, we design an experiment to compare the performance of Gaussian and multinomial distribution. The dataset we used in
this experiment is citeulike-a. We randomly split the word set with test ratios
r ∈ {0.2, 0.4, 0.6, 0.8} and then train VAE to generate new words with training
set. The mean squared error (MSE) on the test set are reported in Figure 4.5.
We observe that the performance of multinomial is poor in comparison
with Gaussian distribution. The higher test ratio means a smaller training set,
hence MSE increases as test ratio grows. Gaussian distribution outperforms
multinomial distribution over the whole ranges of test ratios. The results show
that Gaussian distribution is more suitable in learning content representations
than multinomial distribution.

4.4.6

Effectiveness of the architecture

In this section, we introduce a model called Hybrid Denoising Autoencoder
(HDAE) as a baseline to demonstrate the effectiveness of the architecture
adopted by HVAE. HDAE has the same architecture as HVAE, and the only
difference between the two models is that HDAE uses Denoising Autoencoder
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xL/2
x0

x1

xL-1

xL

Fig. 4.6: The structure of Denoising Autoencoder (DAE)

(DAE) rather than VAE to learn the content representations. We can replace
VAE by DAE because they are variants of autoencoder and can be utilized
to learn content representation. As shown in Fig. 4.6, we can treat the first
half network (x0 to xL/2 ) as inference network and the second half (xL/2 to
xL ) as generation network. DAE uses a corrupted content vector x0 as input,
and learns a reconstructed vector xL through a L-layer neural network. The
weight matrix of layer l is represented as Wl , and the bias vector is represented
as bl . The objective function of DAE is shown as Equation (4.11), where x is
the content vector. Similar to VAE, the latent vector in DAE is xL/2 .

min ||xL − x||22 + λ

Wl ,bl

X

||Wl ||22

(4.11)

l∈L

We compare the performance of HDAE with HVAE and CVAE with the
same settings as described in Section 4.4.3. The results are summarized in Fig.
4.7. We observe that HDAE has higher recall and NDCG than CVAE on the
two datasets, and HVAE outperforms HDAE. The comparison between HDAE
and HVAE proves the fact that VAE is more effective in learning the content
representations than DAE. In addition, the comparison between HDAE and
CVAE shows that although HDAE utilizing DAE, HDAE still have better
performance than CVAE. This comparison demonstrates that our proposed
architecture is more effective than CVAE.
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Fig. 4.7: The performance comparison of HVAE, CVAE and HDAE based on recall
and NDCG for dataset citeulike-a and citeulike-t

4.5

Summary

In this chapter, we have proposed a novel model named Hybrid Variational
Autoencoder (HVAE) that utilizes both the content and collaborative features
of users and items. HVAE comes with two advantages. Firstly, by modeling
user preferences, HVAE achieves the state-of-the-art performance on sparse
datasets. Secondly, by using Gaussian distribution rather than multinomial
distribution to generate content information, HVAE achieves better performance on learning content representations. In our experiments, we have shown
that the above two advantages lead to an improved prediction accuracy. Furthermore, the mean-squared-error comparison between Gaussian distribution
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and multinomial distribution shows that Gaussian distribution can generate
better content information than the commonly used multinomial distribution.
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Chapter 5
Hybrid Learning with
Teacher-student Knowledge
Distillation for Recommenders
5.1

Introduction

It is well known that the sparsity problem affects the accuracy of recommender
systems significantly. Existing solutions commonly adopt hybrid filtering to
combine the content and collaborative features to alleviate the problem. However, as discussed in Chapter 2 Section 2.1, although tightly coupled models
tend to perform better than loosely coupled models, they have some serious
drawbacks. To address these drawbacks, inspired by the loosely coupled methods, we propose a novel model for implicit feedback, named Distilled Hybrid
Network (DHN). It allows the update of the content representation while keeping the objective function simple. Content representations are trained before
being integrated into DHN, allowing the users’ interaction history to guide
the updating of the content representations. Experiment results show that
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our proposed model achieves competitive performance among state-of-the-art
baselines, while keeping the objective function simple. Hence, the model is
scalable for large datasets as the parameter tuning process is neither expensive
nor time consuming. Another benefit of our method is that DHN is designed
to maximize accuracy with the influence of content features.
A common issue of the implicit feedback is that the meaning of the negative feedback is ambiguous. Missing information in the user-item interaction
matrix may mean the user does not like the item or the user is not aware
of it. Common approaches to this issue are : (1) Assigning arbitrary values
for the negative feedback [30, 31, 125], and (2) attention mechanism [33, 76].
Approach (1) is a direct method and easy to conduct, but this approach introduces additional hyper-parameters and tuning hyper-parameters is a tedious
work. Also, this approach is not scalable and does not actually address this
problem. Approach (2) has been proven to be successful in the field of neural
language processing (NLP). Recent researches on recommender systems show
that attention mechanism can effectively capture users’ attention to a set of
items. However, as attention mechanism requires a matrix of user-item pairs
to keep track of the weights of items, this approach introduces a huge number of parameters. Especially when the system contains enormous items, the
attention mechanism tends to time and resource consuming.
In this chapter, we present a new approach to handle the issue of implicit
feedback. Inspired by knowledge distillation, we introduce teacher-student
learning architecture which is a novel approach to recommender systems. We
show that this architecture can effectively improve the accuracy even when
auxiliary information is unavailable. As a result, the teacher-student learning architecture can improve the accuracy of collaborative filtering models.
Specifically, we propose to train a teacher model and use the teacher model
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to generate a new interaction matrix for the student model. Then the student
model would be trained on the new interaction matrix to achieve better performance than the teacher model. We also show that this approach can be
applied on top of many existing models to improve their performance.

5.2

Teacher-student Learning Architecture

Similar teacher-student learning architectures to what we have adopted were
used in self-training [126] and in knowledge distillation [127,128]. Self-training
has been used in computer vision [129] and proved to be efficient. Self-training
first trains the teacher model on a labeled dataset, and then use the teacher
to label unlabeled data. The student is trained on both labeled and unlabeled
data. We adapt the self-training method to recommender systems by using
the teacher to generate ratings for unknown entries. Unlike self-training, the
teacher and student are trained on one dataset, which is opposite to selftraining.
The goal of traditional knowledge distillation methods is to train a simple
student model by strengthened teacher models, which means the teacher model
is more complicated and larger than the student [129, 130]. The difference
between traditional knowledge distillation and our approach is that the student
model has the same or more complicated architecture than the teacher, which
is opposite to the traditional one.

5.3

Problem Definition

The user and item sets are denoted as U = {1, 2, ..., U}, and V = {1, 2, ..., V},
respectively. User-item interaction matrix is represented by Y ∈ N|U|×|V| . We
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binarize the interaction matrix for simplicity; however, it is straightforward to
extend it to more complex data. Table 5.1 summarizes the key notations that
are used.
We formulate the top-K recommendation problem as predicting the score
of item j that the user i has not previously interacted with, then reporting the
top K items that the user is most likely to prefer.

one-hot vector
MF embedding
MLP collaborative embedding
MLP content embedding

User
xU
u
PM
U
PN
U
PC
U

Item
xIi
QM
V
QN
V
QC
V

Table 5.1: A summary of our notations

5.4

The Proposed Model

In this section, we first present the framework of our model, and then propose
the teacher-student learning architecture to train it.

5.4.1

Overall Framework

In this section we describe the architecture of our proposed model, namely
Distilled Hybrid Network (DHN). Our aim is to develop a model that is
able to generate effective predictions on a sparse dataset with content and
collaborative features while keeping the objective function simple. One option
is to directly use rows and columns of the interaction matrix in its raw form.
However, they can become very large as the number of users and items grows.
Instead, we take a similar approach as in [131] to use negative sampling to
sample negative items with ratio r = 3. We apply a deep neural network
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Fig. 5.1: The structure of Distilled Hybrid Network

(DNN) that incorporates content and collaborative information for both users
and items. DHN’s predictive model can be formulated by Equation (5.1),
where i ∈ U, j ∈ V and θ denotes DHN’s parameters.

I
ŷij = f (xU
i , xj |θ)

(5.1)

More formally, as shown in Figure 5.1, embedding layers map user i to
three dense vectors (i.e. PiM , PiN and PiC ). Item j is handled in a similar
manner. The vectors are then concatenated together and passed to Multilayer Perceptron (MLP). In addition, Matrix Factorization (MF) is integrated
into DHN to linearly model the collaborative features, while MLP uses a nonlinear kernel. The effectiveness of the combination of linear and nonlinear
models was shown by [18].
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We use separate embedding layers to handle collaborative and content features as they can be pre-trained separately. For example, content embedding
can be trained by Generative Adversarial Network (GAN) [35] or VAE [31].
Another advantage of using separate components is that the model can be
extended for various types of auxiliary information. Even in the case when
auxiliary information features cannot be easily concatenated with collaborative features, our model can handle this well with the MLP networks. The
output of MF layer, MLP Collaborative network and MLP Content network
are represented by φM F , φCollaborative and φContent respectively. During the prediction process, our model combines the three outputs from the output layer
using Equation (5.2), where ŷij is the predicted score for user i on item j,
and W and σ denotes the weight of the output layer and the sigmoid function
respectively.

ŷij = σ(W > [φM F , φCollaborative , φContent ])

5.4.2

(5.2)

Multi-layer Perceptron (MLP)

We apply hidden layers to transform the concatenated implicit collaborative
vectors [ui , vj ] and the concatenated latent content vectors [zui , zvj ] to form
the two MLPs to learn the interaction between users and items as shown in
Figure 5.2. Precisely, when input is [ui , vj ], the process of MLP is defined as
in Equation (5.3), where Wx , bx and ax denote the weight matrix, bias vector
and activation function respectively for x-layer perceptron. MLP for latent
content vectors is in a similar manner. For the activation function, we opt for
ReLU as it was proven to be non-saturated, and being well-suited for sparse
data [18].
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φ
Layer n (Wn,bn,an)
……

Layer 2 (W2,b2,a2)
Layer 1 (W1,b1,a1)

[ui, vj]
Fig. 5.2: Multi-layer Perceptron architecture

h1 = a1 (W1> [ui , vj ] + b1 ),
h2 = a2 (W2> h1 + b2 ),

(5.3)

...
φ = an (Wn> hn−1 + bn )

5.4.3

Generalized Matrix Factorization (GMF)

Matrix Factorization (MF) is a popular approach to learn user-item interaction
linearly in recommender systems [132, 133]. Using MF allows our model to
learn collaborative features linearly. Traditional MF approaches estimate an
interaction yui by the inner product of the latent vector mui and mvj as in
Equation (5.4), where mui and mvj denote the latent vector for user i and
item j.

ŷij = mui m>
vj

(5.4)
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GMF [18] maps the latent vectors as in Equation (5.5), where h is the
weight of the layer and aGM F is the activation function for GMF layer, and
denotes the element-wise product of the two vectors. GMF can be reverted to
MF by setting aGM F as the identity function and h as a vector of ones.

φM F = aGM F (h> (mui

5.4.4

mvj ))

(5.5)

Learning DHN

In order to provide extensibility, embeddings are allowed to be pre-trained
separately. Then, at the output layer, the outputs of MF Layer, MLP Collaborative Network and MLP Content Network are concatenated and transformed
as Equation (5.2). We employ the cross entropy as the objective function to
minimize the distance between the prediction and the target. The function is
defined by Equation (5.6), where Y + denotes the positive user-item pairs, and
Y − denotes the negative pairs.

£=−

X
(i,j)∈Y

5.4.5

+

∪Y

yij log ŷij + (1 − yij ) log (1 − ŷij )

(5.6)

−

Pre-training

As the objective function of DHN is non-convex, gradient-based optimization
methods can only find locally-optimal solutions. In addition, [134] reported
that the initialization is important for deep learning models. To find the
optimal solutions effectively, we propose to pre-train MF layer and two MLP
networks and then initialize DHN by pre-trained parameters. The process of
training DHN is summarized as follows:
1. Pre-train the content embeddings by VAE or GAN. In this study we
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use VAE to learn the content features. Then we use the output of the
inference network of VAE as the initialization for embeddings.
2. Pre-train each MF and MLP components. In this study, we use Gaussian
distribution to initialize layers, and then use the model parameters to
initialize the corresponding parts in DHN. The weight W for the output
layer is calculated by Equation (5.7).

W =

5.4.6

W M F + W collaborative + W content
3

(5.7)

Teacher-student Learning Architecture

We propose to use the teacher-student learning architecture to train our proposed model to overcome the data sparsity problem. This architecture has
three main steps: i) train a teacher on the dataset, ii) use the teacher to predict the unknown interactions in user-item matrix, and iii) train a student on
the new interaction matrix. More specifically, the training process is detailed
as follows:
I
1. Learn a teacher model f (xU
i , xj |θ) that minimize the objective function

as Equation (5.6) on training set Y .
2. Use the teacher model to generate the unobserved entries in Y , forming
a new matrix Ỹ . In this new matrix, positive interactions are corrected
to 1.0, while the rest values remain.
I 0
3. Learn the student model f (xU
i , xj |θ ) on matrix Ỹ .

4. Predict the user-item score by student model.

January 13, 2022

5.4. The Proposed Model

88

Note that the step (2) is significant that distinguishes our proposed teacherstudent architecture from self-training or knowledge distillation models. Although the teacher model is not possible to revert the complete matrix, the
new user-item interaction matrix includes predictions for the blanks, which
elegantly avoids the ambiguity of the blanks in the original matrix, and also
provides much more information for the student model than the original one.
In addition, the new matrix is corrected by the training data, which prevents
the student tending toward the teacher model or falling into local optimization.
Intuitively, this architecture has the following advantages:
 The matrix generated by the teacher contains much more information

than the original. The original dataset is sparse, and the 0 and 1 values
there provide less information than the generated matrix that contains
the probability for each user-item pair. Therefore, the student trained
on the generated matrix can learn more information.
 Unlike traditional knowledge distillation that trains a small student, our

approach keeps or increases the capability of the student. In our model,
the student can have different settings, e.g., its network can be larger
than the teacher’s and it can be noised by controlling the dropout.
 Due to the simplicity of the model, learning DHN is faster than most

hybrid models. Therefore, training the student is not expensive. Generally, as the teacher-student architecture requires to train the model one
more time, the additional time cost imposed by the architecture depends
on the model.

January 13, 2022

5.5. Experiments

5.4.7

89

Computational burden

DHN can be trained efficiently due to its simple objective function and the
structure of the model. The computational challenge may come from the
process of Learning the content embedding. The content embedding can be
learned through various approaches, and hence the time and resource cost may
vary. When adopting complicated models to learn the content embedding, this
can be a computational challenge for DHN. In our experiments, we adopt VAE
to learn the content features. The dimension of the content feature is 20,000
at most, which has not yet been a bottleneck. When learning the content
embedding is challenging, one can try other efficient approaches to learn the
content embedding.

5.5

Experiments

In this section, we present the experiments using three real-world datasets to
demonstrate the effectiveness of DHN. Our experiments are designed to answer
the following research questions:
 RQ1: Does DHN achieve competitive performance? Can it deal with

sparse datasets?
 RQ2: How does the teacher-student learning architecture benefit DHN?
 RQ3: How do hyper-parameters affect DHN performance?

5.5.1

Datasets

To evaluate the performance of DHN, we use three real-world datasets. The
first dataset, citeulike-a, was collected by [125]. This dataset includes 5,551
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users and 16,980 articles with 204,986 observed user-item pairs. The sparsity
of the rating matrix is 99.78%. The second dataset, citeulike-t, was collected
by [30]. They manually selected 273 seed tags and collected all the articles
with at least one of the selected tags. There are 7,947 users and 25,975 articles with 134,860 observed user-item pairs, and the sparsity of the rating
matrix is 99.93%. The content information of articles in both citeulike-a and
citeulike-t is the concatenation of titles and abstracts. We have pre-processed
the datasets by removing stop words, and then chosen the top S discriminative
words according to the TF-IDF values to form the vocabulary. S for citeulike-a
and citeulike-t are 8,000 and 20,000 respectively. The third dataset, ml-1m,
was collected by GroupLens Research [135]. This dataset includes 6,040 users,
3,706 movies and 1M ratings, where item feature is the movie genres. The
sparsity of ml-1m is 95.53%. In order to study the sparsity problem, we did
not filter out user-item pairs in the dataset and only binarized the explicit
ratings into implicit feedback as the common conduct (ratings greater than
3.5 are treated as positive and the rest are negative).

5.5.2

Evaluation Scheme

For each dataset, we randomly select 10 items that associate with each user to
form the training dataset and the rest form the test dataset. We use recall@10
(recall) and NDCG@10 (NDCG) to measure the recommendation quality. Note
that recall@10 is defined as the ratio between the number of items that the
user likes among the top 10, and the total number of items that the user
likes. Recall is used to evaluate the accuracy of the recommendations, and is
calculated as follows:
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P10

I[ω(r) ∈ Vu )]
min(10, |Vu |)

r=1

recall@10(u) =

(5.8)

Where I(·) is the indicator function, Vu is the set of items that the user
interacted with, and ω(r) is the item at rank r.
NDCG@10 is a rank-aware measure with which ranked higher positive
items are prioritized, thus it is more suitable to assess the quality of ranked
lists. It is calculated as follows:
P10
N DCG@10(u) =

5.5.3

2I[ω(r)∈Vu )]] − 1
log(r + 1)

r=1

(5.9)

Baseline Models

The baseline models for performance comparison are:
DropoutNet (DN) [24]: DN is a model that aims to address data sparsity problem. DN integrates the collaborative implicit factors and the latent
content variables for users and items, and the collaborative factors are learnt
by weighted matrix factorization (WMF) or CDL. In the experiment, we use
WMF to learn the collaborative factors.
Convolutional Factorization Machines (CFM) [136]: CFM is a model
for prediction under the sparse settings. Specifically, CFM leverages secondorder interactions with outer product. Authors of CFM claimed that CFM
achieves the state-of-the-art performance among Factorization Machines models.
Neural network-based Collaborative Filtering (NCF) [18]: NCF is
a typical neural network based collaborative filtering model. NCF leverages a
multi-layer perceptron (MLP) and generalized matrix factorization (GMF) to
learn the latent vectors for users and items.
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Variational Autoencoder (Mult-VAE) [20]: VAE is a collaborative
filtering neural network that applies Multinomial distribution to generative
network to generate the prediction. Empirical study on Mult-VAE shows that
this model achieves high accuracy.

5.5.4

Parameter Settings

In our experiments, we use the source codes released by respective authors
for baseline models, and hyper-parameters are selected via grid search. The
number of epochs is 1000 while early stop applies. The learning rate is searched
in [0.0001, 0.0003, 0.01, 0.1], and the batch size is set as 256. The embedding
dimension size for DN, CFM, NCF and DHN are searched in [50, 100, 150],
and the attention size for CFM is searched in [20, 30, 40]. For Mult-VAE,
the dimensions for both generative network and inference network are set as
[200, 500] and [500, 200] respectively, and the coefficient of Kullback-Leibler
divergence is search in [1, 0.8, 0.6, 0.4, 0.2]. For DN and DHN, the latent
vectors for content features are learned via VAE, and the dimensions of encoder
and decoder are [400, 100] and [100, 400] respectively. DN uses the latent
vectors as input, while DHN uses the latent vectors as an embedding layer
PUC .

5.5.5

RQ1: Performance Comparison

In this section, we compare the performance of DHN and the baseline models
to demonstrate the effectiveness of our proposed model.
As shown in Table 5.2, hybrid models (i.e. DN, CFM and DHN) consistently perform better than collaborative filtering models (i.e., NCF and
Mult-VAE) due to the additional content features. In addition, the improveJanuary 13, 2022
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ments of CFM over Mult-VAE are significant, this may due to the benefits
of self-attention pooling layer and the usage of content features. Among hybrid models, DN uses pre-trained content and collaborative features as input,
which prevents the model to update the pre-trained features by the prediction.
In contrast, DHN uses the content features as an embedding layer, allowing
to update the pre-trained content features during the training process. That
is the reason why although DHN and DN has a similar structure, DHN has
better performance than DN. Then we compare DHN and CFM. DHN has a
simple structure, but its performance is similar to CFM, which is a complicated model. The comparison of the experimental results demonstrates the
effectiveness of DHN’s simple structure. For collaborative filtering models,
NCF combines the neural network (non-linear) and generalized matrix factorization (linear), while Mult-VAE uses VAE. The comparison between the two
models shows that Mult-VAE is more accurate than NCF.
Then we compare the performance of DHN-t and DHN-s. The results show
that although the settings of DHN-t and DHN-s are the same, DHN-s significantly outperforms DHN-t on all datasets. Behind the scene, the teacherstudent architecture improves the accuracy by alleviating the implicit feedback problem and providing a new user-item interaction matrix for student
model to learn. In addition, the comparison between CFM and DHN needs
to be investigated. CFM achieves better performance than DHN-t on ml-1m,
while DHN-t performs better on citeulike-a and citeulike-t. This may mean
that DHN is better on medium-large dataset (7,947 users and 25,975 items
at most). In addition, the peroformance can be further improved by applying
teacher-student architecture. By learning DHN-s with the teacher-student architecture, DHN-s has significantly better performance than CFM. From this
comparison, teacher-student learning architecture is proved to be a reasonably
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good approach for the sparsity problem and implicit feedback.

DN
CFM
NCF
Mult-VAE
DHN-t
DHN-s

ml-1m
recall
NDCG
0.3224
0.3411
0.3332
0.3701
0.3106
0.3214
0.3301
0.3621
0.3197
0.3301
0.3870 0.4051

citeulike-a
recall
NDCG
0.2139
0.1981
0.2213
0.2016
0.1926
0.1602
0.2068
0.1782
0.2296
0.2075
0.2882 0.2670

citeulike-t
recall
NDCG
0.3292
0.3072
0.3712
0.3477
0.2187
0.2061
0.2475
0.2201
0.3994
0.3524
0.4897 0.4257

Table 5.2: Recall and NDCG comparisons on ml-1m, citeulike-a and citeulike-t.
Note that best performance results are in boldface. DHN-t and DHN-s are the
models proposed by us, where DHN-t denotes the teacher and DHN-s denotes the
student of our proposed model.

5.5.6

RQ2: Effects of Teacher-student Learning Architecture

In this section, we employ the teacher-student learning architecture for DHN
and NCF and compare the performance of the two models to demonstrate the
effectiveness of this architecture. The reason we choose NCF is that NCF is a
typical collaborative filtering model, and one of the major issues of collaborative filtering is data sparsity problem.
We first train a teacher on each dataset, and use it to generate a new
user-item matrix. Then we train a student model on the generated matrix.
The student model has the same structure as the teacher, but we randomly
inject noise to the student. MLP in student has stochastic depth ranging from
2 to 5 and stochastic dropout ratio ranging from 0 to 0.4. We repeat this
process by putting student as teacher in the process. Teacher is not noised, so
the generated matrix is as good as possible, while student is forced to learn
harder.
As shown in Figure 5.3, the performance of the first student is better than
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the teacher for both NCF and DHN, which shows that the teacher-student
learning architecture is an effective approach to address the data sparsity problem. The reason behind this is that the original user-item matrix is sparse,
and unknown and negative interaction are treated equally.
On the contrary, teacher-student learning architecture alleviates this by
filling the unknown values through the teacher. In each iteration, new matrix
contains much more information than the original one, so the student can learn
more knowledge.
However, the results show that the performance slightly drops as we repeating the process. We find that the recall of two models in iteration 3 and 4
is always lower than iteration 1 and 2, and the best performance of the student
shows up in iteration 1 and 2. A possible reason behind this may be that the
students fail to learn effectively in hard parameter settings. We leave the study
of long term performance of the architecture as a future work.
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Fig. 5.3: The performance of NCF and DHN in various iterations (iteration 0 is the
teacher training step)

5.5.7

RQ3: Sensitivity to Hyper-parameters

In this section, we show the performance of various settings on DHN student.
We keep the settings for teacher but change the parameters of student in each
experiment.
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Fig. 5.4: The performance of DHN student with various dropout rate
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Fig. 5.5: The performance of DHN student with various embedding dimension sizes

Dropout Rate
Dropout was shown to be an effective approach to improve performance and to
avoid overfitting [24]. We apply input dropout to DHN student to enhance the
model by forcing the model to produce representations when parts of the input
are missing. To investigate the influence of dropout rate to DHN, we designed
a series of comparative experiments. Figure 5.4 shows the performance of DHN
student with a range of values of dropout rate on three datasets.
The results show that dropout rate significantly affects the model performance. Recall and NDCG have a similar trend as the increment of dropout
rate. Recall and NDCG are positively related to the dropout rate in the range
of 0.1 to 0.5. When dropout rate is around 0.5, DHN student has the best
performance. It is due to the missing inputs can prevent the model from overfitting. However, when most inputs are missing, the model fails to learn from
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the inputs, which is similar to the idea from denoising autoencoder [30].

Embedding Dimension Size
The embedding dimension size determines the capability of the model. We
perform a series of experiments to study the effects of the embedding dimension
size to DHN student. In the experiments, the embedding dimension size for
teacher is fixed to 64, while the embedding dimension size for student ranges
from 50 to 500. Figure 5.5 shows the recall and NDCG of student with various
embedding dimension sizes.
We find that as the embedding dimension size increases, recall and NDCG
on ml-1m increase initially and then drop after 200 (the peak value). For
citeulike-a and citeulike-t, recall and NDCG gradually increase to the highest
value at 500. The different performance on three datasets is due to the size
of datasets. ml-1m is relatively smaller than citeulike-a and citeulike-t, and
hence has a higher chance of overfitting. While citeulike-a and citeulike-t are
much larger, a model with a larger embedding dimension size can learn more
information.

5.6

Summary

In this chapter, we have proposed a hybrid model called Distilled Hybrid Network (DHN) for recommender systems. Our model combines the information
from both collaborative and content components, and with a relative simple learning process than the baselines. We have also proposed an elegant
and effective teacher-student learning architecture for recommender systems
to handle the ambiguity of implicit feedback and the sparsity problem. There
are several advantages of our proposed model over the related work. Firstly,
January 13, 2022

5.6. Summary

98

the teacher of DHN performs competitively to state-of-the-art baselines. Secondly, the student of DHN can achieve an even higher performance than the
teacher by training the student with a new user-item interaction matrix which
is generated by the teacher. Thirdly, the proposed teacher-student learning
architecture is effective and can be applied not only to DHN but also to other
existing models for implicit feedback to improve their performance.
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Chapter 6
Learning implicit prior of VAE
for collaborative filtering
6.1

Introduction

As elaborated in Chapter 2 Section 2.2.3, VAE uses a predefined prior distributions, but recent studies [70, 137, 138] showed that these predefined prior
distributions may lead to underfitting induced by the Kullback-Leibler (KL)
term in the objective function, where the quality of the sample and the reconstructed value from the model (i.e. the generation network) are rarely
matched [137]. These problems can ultimately hurt the quality of the generated recommendations [139, 140]. Existing works on VAE for recommender
systems are focusing on better approaches to apply VAE architecture, and ignore the importance of having an effective prior for the model. Besides, there
is a lack of consideration of the effects of the evidence lower bound objective
(ELBO) or similar advanced techniques for model evaluation. In the rest of
this chapter, we use the term ”vanilla VAE” to indicate the traditional VAE.
Motivated by the recent analyses of the objective function of VAE [54, 70,
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137–140], in this chapter, we present a framework that extends vanilla VAE to
better suit the characteristics of collaborative filtering. Different from other
VAE approaches for recommender systems, our proposed framework aims at
learning the mathematically optimal prior (which will be elaborated in section
6.3.1) for latent factors based on ELBO evaluation. This prevents the problems
of using predefined but sub-optimal prior distributions that we have mentioned
above and hence promoting optimal model fitting.
In contrast to our study, most VAE based recommender systems use vanilla
VAE as-is for collaborative filtering and simply ignore this problem. As a
result, only poor latent representation is learned from data, which harms the
quality of recommendations. Despite the problems described above have been
known for a while, the possibility to resolve the problems by a learned prior
distribution rather than an arbitrary one has been overlooked. Therefore, we
focus on investigating how to learn the implicit prior of VAE as a solution for
high quality collaborative filtering in this chapter.
While most of the other approaches are based on Gaussian distribution for
their priors, our approach is to learn a self-tuned and optimal prior distribution.
Intuitively, with our optimal prior, we can avoid the tedious work of tuning the
prior distribution and avoid underfitting. Hence, the issues out of using simple
yet sub-optimal prior distributions (e.g. Gaussian distribution and uniform
distribution) are addressed. Specifically, we aim at deriving an optimal VAE
prior for the latent factors from ELBO. To achieve this target, we need to
obtain a new objective function for optimization. The new objective function
will involve an additional relative entropy term between the implicit prior
distribution and a common prior distribution, i.e., a Gaussian distribution.
However, this objective function cannot be directly optimized, as the difference
between two distributions (i.e., KL divergence) cannot be calculated in a closed
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form.
To address the above issue, we first propose an approach to optimize the
objective function by replacing KL divergence with the maximum mean discrepancy (MMD). Using the kernel Hilbert space (RKHS) that can be efficiently optimized. Previous studies have applied MMD for other applications,
such as computer vision [141] and biology [142]. To the best of our knowledge,
this study is the first to apply MMD for collaborative filtering. MMD is known
to work well with multivariate Gaussian distributions, but it requires selection
of an appropriate kernel and its bandwidth parameter. Secondly, to make our
model adaptive to different datasets without worrying whether sub-optimal
kernel is chosen, we propose another more advanced approach that is based on
density ratio [143]. Our second approach does not require a kernel selection
and can in principle handle more complex distributions than MMD. In our experiments, we will compare the performance of these two approaches against
five state-of-the-art collaborative models on five publicly available datasets.
Moreover, our proposed models belong to the family of collaborative filtering. Comparing to other family members, our proposed models are based
on VAE which is proven to be competitive and easy to learn [20]. The specific computational burden of our proposed model is analyzed in Section 6.3.5.
Comparing to vanilla VAE models, our models are derived from an improved
framework by learning optimal prior for VAE. This approach prevents our
proposed models from suffering underfitting which is common in vanilla VAE.

6.2

Problem Definition

In this study, the interaction matrix is denoted as X ∈ NN ×V , and X =
{x(1) , x(2) , ..., x(N ) }, where N is the number of users. The dimension of x is
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the number of the items, which is denoted as V . Table 6.1 summarizes key
notations used in the study.
We formulate the top-K recommendation problem as predicting the score
of item j ∈ V that the user i ∈ N has not previously interacted with, then
reporting the top K items that the user is most likely to prefer.
Notation
z
x
pλ (·)
pθ (·)
qφ (·)
pD (x)
p(z)
D(P ||Q)

Description
the low dimensional latent vector
the observed data vector
prior distribution parameterized by λ
generative network parameterized by θ
inference network parameterized by φ
the true underlying data distribution
the prior distribution of z
the divergence between P and Q

Table 6.1: Description of notations used in the work

6.3

Proposed Method

6.3.1

Overall Framework

Traditionally, the prior p(z) is modeled by a Gaussian or uniform distribution. However, such prior distribution was reported to sustain underfitting
and hence resulting in underfitted models [70]. In addition, [56] demonstrated
that good ELBO values do not imply accurate inference. Inspired by [144]
that learns hierarchical priors for VAE, we propose to learn an implicit prior.
The maximization of the Equation (2.2) with respect to the prior p(z) is as
follows:
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Z
arg max

pD (x)LELBO (x) dx

pλ (z)

Z
= arg max

pD (x)Eqφ (z|x) ln pλ (z) dx

pλ (z)

Z Z
= arg max { pD (x)qφ (z|x) dx} ln pλ (z) dz

(6.1)

pλ (z)

Z
= arg max −H(

pD (x)qφ (z|x) dx, pλ (z))

pλ (z)

where H(P, Q) is the cross entropy between P and Q. −H(P, Q) takes the
maximum value when P = Q, hence the optimal prior p∗λ (z) that maximizes
the Equation (6.1) is:

p∗λ (z)

Z
=

pD (x)qφ (z|x) dx ≡ qφ (z)

(6.2)

The traditional approach that uses the Gaussian prior N (0, I) as the prior,
and the KL divergence can be calculated in a closed form [48]. However, our
proposed optimal implicit prior cannot be calculated by such approach. The
problem is explained as follows.
KL divergence with optimal prior can be written as:

DKL (qφ (z|x)||p∗λ (z)) = DKL (qφ (z|x)||qφ (z))
qφ (z|x)
= Eqφ (z|x) ln
qφ (z)

(6.3)

We then write Equation (6.3) to
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DKL (qφ (z|x)||p∗λ (z))
Z
Z
p(z)
qφ (z|x)
dz + qφ (z|x) ln
dz
= qφ (z|x) ln
p(z)
qφ (z)
qφ (z)
= DKL (qφ (z|x)||p(z)) − Eqφ (z|x) ln
p(z)

(6.4)

where p(z) is a predefined simple distribution and we use Gaussian distribution
in this study. With Equation (6.4), we arrive at a new objective function as
follows:

L =α DKL (qφ (z|x)||p(z)) + Eqφ (z|x) ln p(x|z)
− α Eqφ (z|x) ln

(6.5)

qφ (z)
p(z)

In Equation (6.5), we add a hyper-parameter α. Similar to [20], the original KL divergence DKL (qφ (z|x)||p∗λ (z)) can be treated as regularization, and
α is used to control the level of the regularization. DKL (qφ (z|x)||p(z)) and
Eqφ (z|x) ln

qφ (z)
p(z)

inherit α as they are derived from DKL (qφ (z|x)||p∗λ (z)).

qφ (z|x) and pθ (x|z) are modeled by two neural networks, which are inference
network and generative network respectively, with parameters φ and θ. The
log-likelihood for a given x can be written as follows:

ln p(x|z) =

X

xi ln πi (z)

(6.6)

i

where π(z) is a probability vector from the normalization of the output of
generative network.
The distribution for the generative model is multinomial distribution, which
is proven to be effective for collaborative filtering [20]. The generated possiJanuary 13, 2022

6.3. Proposed Method

105

bilities for a user over items are drawn as follows:

x ∼ Mult(N, π(z))

(6.7)

Equation (6.5) cannot be calculated in a closed form as qφ (z) is an aggregated distribution. In order to optimize this equation, we propose two
approaches to handle the term Eqφ (z|x) ln

qφ (z)
.
p(z)

In the following sections, we

will describe the two approaches.

6.3.2

Approach I – Replace the Intractable Term

First of all, as qφ (z) is a aggregated posterior, we rewrite Equation (6.4) as
follows:

DKL (qφ (z|x)||p∗λ (z)) = DKL (qφ (z|x)||p(z))

(6.8)

− EpD (x) DKL (qφ (z)||p(z))
For the term DKL (qφ (z)||p(z)), we may obtain samples of qφ (z) by first
sampling x ∼ pD and then z ∼ qφ (z|x). Comparing to ELBO of VAE, Equation
(6.8) has an extra term EpD (x) DKL (qφ (z)||p(z)), which is the explicit difference
from ELBO.
To resolve this problem, we propose to replace this term by another divergence measure D(qφ (z)||p(z)) that can be efficiently optimized. In this way,
we can use an alternative divergence to jointly estimate D(qφ (z)||p(z)). We
can replace this term is because the Equation (6.8) is a general form and can
be reverted to existing models by selecting an alternative divergence, which is
described as follows.
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Aggregated prior
[54] proposed to approximate qφ (z) by a mixture of variational posterior with
pseudo-inputs:
K
1 X
qφ (z) =
qφ (z|uk )
K k=1

(6.9)

where K is the number of mixtures and uk is a pseudo vector whose dimension
is V , which is the same as the input vector x. uk can be optimized during
training, and the term DKL (qφ (z)||p(z)) can be calculated by Monte Carlo
approximation. When K  V , the model can avoid overfitting. Although
this model can achieve competitive performance, this approach is sensitive to
hyperparameters such as K, which is difficult to tune.

Jensen-Shannon divergence
[59] proposed to use Jensen-Shannon divergence and the adversarial training to
estimate divergence between qφ (z) and p(z). In addition, with this divergence,
we can even replace the term Eqφ (z|x) ln p(x|z) by Wasserstein distance to revert
to GAN-based Wasserstein Auto-Encoders (WAE) [145]. One of the issues of
this approach is that adversarial training can be unstable and slow to converge
even with recent techniques [68, 69].

Maximum mean discrepancy
Maximum mean discrepancy (MMD) measures the distance of two distributions by comparing all of their moments [146]. The advantage of MMD is
that MMD has an unbiased U-statistics estimator, which can be used with
stochastic gradient descent (SGD). MMD is computed as follows:
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DM M D (p||q) =Ep(z),p(z0 ) k(z, z 0 ) + Eq(z),q(z0 ) k(z, z 0 )

(6.10)

0

− 2Ep(z),q(z0 ) k(z, z )
where k(·, ·) is a positive definite kernel [147], we use Gaussian kernel in this
study.
With the alternative divergence, the objective function can be written as
follows:

L =Eqφ (z|x) ln p(x|z) + α DKL (qφ (z|x)||p(z))

(6.11)

− α EpD (x) D(qφ (z)||p(z))
As Jensen-Shannon divergence has been properly studied in literature, we
instead study the effect of MMD as an alternative to KL divergence, named
mmdVAE model.

6.3.3

Approach II – Density Ratio

Density ratio [143] can estimate the term

qφ (z)
p(z)

and it does not require an ex-

plicitly modelling of qφ (z). It has been proved to be an important tool to model
the differences between two probability density functions [13, 148]. Although
it has been reported that density ratio works poorly in high dimensions [149],
z is actually in a low dimension space. Hence we can estimate

qφ (z)
p(z)

by density

ratio and avoiding the measure of qφ (z). The steps to conduct density ratio
are as follows:
 Sample from p(z) and qφ (z). p(z) is a Gaussian or uniform distribution

and the sampling from p(z) will be straightforward. For qφ (z), we can
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sample from qφ (z) by ancestral sampling. We firstly sample data x from
the dataset randomly and then sample z from the results of the encoder.
 Label y = 1 to samples from qφ (z) and y = 0 to p(z). Then we define

g(z|y) as follows:
g(z|y) =



qφ (z) (y = 1)

 p(z)

(6.12)

(y = 0)

 A binary classifier D(z) is introduced to discriminate samples from qφ (z)

and p(z). Then the ratio of qφ (z) and p(z) can be estimated by Equation
(6.13), where g(y = 0) = g(y = 1) when the number of samples from two
distributions is the same.

qφ (z)
g(z|y = 1)
=
p(z)
g(z|y = 0)
g(y = 0)g(y = 1|z)
=
g(y = 1)g(y = 0|z)
g(y = 1|z)
=
g(y = 0|z)
D(z)
=
1 − D(z)

(6.13)

When D(z) is efficient to discriminate qφ (z) and p(z), we can replace the
term

qφ (z)
p(z)

by

D(z)
.
1−D(z)

There are various approaches to model D(z). In this

study, we propose to use a Multiple Layer Perceptron (MLP) fΦ (z) to model
D(z), where Φ is the parameter of the network and z is input.
With the density ratio, the objective function can be written as follows:

L =α DKL (qφ (z|x)||p(z))
+ Eqφ (z|x) ln p(x|z) − α Eqφ (z|x) ln

(6.14)
σ(fΦ (z))
1 − σ(fΦ (z))
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where σ(·) is a sigmoid function. We call the model of this approach as vaVAE.

6.3.4

Optimization

For the dataset X = {x(1) , x(2) , ..., x(N ) } where x(i) is the preference over the
items for the user i, and N is the number of users. We use Monte Carlo to
estimate the the following objective function:

max
θ,φ

N
1 X
{α DKL (qφ (z (i) |x(i) )||p(z (i) ))
N i=1

(6.15)

qφ (z (i) )
+ Eqφ (z(i) |x(i) ) [ln p(x(i) |z (i) ) − α ln
]}
p(z (i) )
In addition, we use the re-parameterization method to approximate the
second term:

Eqφ (z(i) |x(i) ) [ln p(x(i) |z (i) ) − α ln

qφ (z (i) )
]
p(z (i) )

L

1X
qφ (z (i,l) )
≈
[ln p(x(i) |z (i,l) ) − α ln
]
L l=1
p(z (i,l) )
where L is the dimension of z, and the term

qφ (z)
p(z)

(6.16)

is handled by the above two

approaches.
In this study, we use MMD as an alternative for the KL divergence. The
procedure for optimizing VAE with MMD is detailed in Algorithm 1.
The procedure for optimizing VAE with the density ratio is detailed in
Algorithm 2. When learning MLP fΦ , we propose to maximize the Monte
Carlo approximation as Equation (6.17).
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Algorithm 1: VAE with MMD (mmdVAE)
for epochs do
for steps do
sample a batch {x(1) , x(2) , ..., x(K) } from x
compute MMD with the parameter θ, φ
compute the gradient for the Equation (6.11)
Update θ and φ with the gradients
end
end
Algorithm 2: VAE with the density ratio (vaVAE)
for epochs do
for S1 steps do
sample a batch {x(1) , x(2) , ..., x(K) } from x
compute the gradient for the Equation (6.14)
Update θ and φ with the gradients
end
for S2 steps do
(1) (2)
(K)
sample a batch {zθ , zθ , ..., zθ } from the uniform or
Gaussian distribution p(z)
(1) (2)
(K)
sample a batch {zφ , zφ , ..., zφ } from the results of the
encoder qφ (z)
compute the gradients for the Equation (6.17)
update Φ with the gradients
end
end

M
N
1 X
1 X
(i)
(j)
max
ln (σ(fΦ (zφ ))) +
ln (1 − σ(fΦ (zθ ))
Φ M
N j=1
i=1

6.3.5

(6.17)

Computational Burdens

Different from previous collaborative filtering models [18, 35, 36, 150, 151] that
use negative sampling (or similar sampling techniques) to randomly sample
user-item entry to perform SGD, our framework avoids such process. For both
Algorithms 1 and 2, we sample a batch of users and the the entire history as
input to the model. This approach reduces not only the resource and time costs
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for negative sampling, but also the tedious work to tune the hyper-parameters,
such as negative ratio.
The computational challenge to our models lies in two places:
1. The first one is the burden to compute the normalization of the output
of generative network, as this requires to compute the probabilities for
all items. However, this is a common bottleneck among content based
models which require to compute the vectors for all items. When encountering this bottleneck, a possible solution is to consider a technique
proposed in [152] to approximate the normalization factor for π(z).
2. The second one is that computing MMD is expensive. Although we
can choose various kernels, computing MMD via kernel method requires
computing matrix inner production. When there are large number of
items in the system, this can be a bottleneck. In this situation, we may
consider choose an alternate divergent measure rather than MMD for
Approach I.
Comparing with other VAE based collaborative filtering models, the extra
computation cost is the kernel function (for mmdVAE) and learning neural
network (for vaVAE). The cost of the kernel function depends on the dimension
of z. Since z is a low-dimensional vector, the extra cost of mmdVAE is not
high. Similarly, the dimension of the input layer of MLP is the same of z. Our
experimental results show that a simple MLP with one hidden layer can achieve
competitive performance. Hence the extra cost is low with our implementation.
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Empirical Studies

This section describes the experiments of mmdVAE, vaVAE and the baselines
on five popular datasets. The experiments are to study the performance of
mmdVAE and vaVAE and also to find out how do hyper-parameters affect
their performances.

6.4.1

Datasets

The five datasets for our experiments are: ml-1m and ml-20m 1 , yelp 2 , amazon
apps and amazon games 3 . The description for each dataset is as follows:
 MovieLens. This is a popular benchmark dataset for evaluating the

performance of recommendation models. We adopt two well-established
versions in our experiments: MovieLens 1M and MovieLens 20M.
 Amazon. This is a user purchase and rating dataset collected from

Amazon, a well-known e-commerce platform, by [78].
 Yelp. This is a subset of businesses, reviews, and user data from Yelp.

It was originally put together for research and analysis.
We firstly preprocess ml-1m, ml-20m and the two amazon datasets such
that ratings greater than 3.5 are treated as positive and the rest as negative,
and users with fewer than 5 items are filtered out. For yelp, we treat ratings
greater than 4 as positive and filter out users (or items) with fewer than 10
items (or users).
1

https://grouplens.org/datasets/MovieLens/
https://www.yelp.com/dataset/download
3
http://jmcauley.ucsd.edu/data/amazon/
2
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The statistics of five datasets after preprocessing are shown in Table 6.2.
We split each dataset with the ratio of 8:1:1 for training, validating and testing
respectively.
Dataset
ml-1m
ml-20m
yelp
amazon apps
amazon games

#Users
6,034
136,677
36,312
59,527
20,548

#Items
3,533
20,720
51,272
29,752
27,224

#Ratings
575,272
9,990,682
723,761
484,051
190,748

Sparsity (%)
2.6990
0.3530
0.0389
0.0273
0.0341

Table 6.2: Statistics of the datasets

6.4.2

Baselines

The following collaborative filtering models are chosen as baselines for performance comparison with our proposed models:
 MultiVAE [20] This is a VAE model for collaborative filtering that

predicts ratings based on the history of users’ interactions.
 macridVAE [153] This is a disentangled representations learning model

in VAE architecture. This model tries to learn and interprets disentangled representations from user behaviors.
 IRGAN [35] This is a GAN based model for collaborative filtering.

IRGAN learns the user behaviors in a minimax game and optimises the
model by reinforcement learning.
 CAAE [36] CAAE is a generative model under GAN architecture but

uses Autoencoder as the generator and Bayesian personalized ranking as
the discriminator.
 NCF [18] NCF is a deep learning based model for collaborative filtering.
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NCF fuses neural network with matrix factorization to predict ratings
for the users.
We use the source codes provided by the authors of the baseline models.
We set a fixed regularization parameter rather than regularization annealing
for MultiVAE, macridVAE and our proposed models due to the limited computational resources. We believe it is fair for comparison as they are tuned in
the same conditions. We train the models on the training set, and evaluate and
pick the best settings of the models on the validating set, and then compare
and report the performance metrics (i.e., recall@R and NDCG@R) using the
testing set.
Note that recall@R is defined as the ratio between the number of items
that the user likes among the top R items, and the total number of items that
the user likes. Recall is used to evaluate the accuracy of the recommendations.
NDCG@R is a rank-aware measure in which higher ranked positive items are
prioritized, thus it is more suitable to assess the quality of ranked lists.
The number of epochs is set as 500 while early stopping is applied, and the
batch size is set as 256 on all models except mmdVAE (which is set as 128). The
best settings for each model are found by grid search. The regularization rate is
selected from 0.1 to 0.9. The size of the embedding layer is 200. The dimension
size for MLP is [600, 200] ([200, 600] for the decoder of MultiVAE, macridVAE,
mmdVAE and vaVAE), and the dimension of MLP for the classifier of vaVAE
is [200, 200].

6.4.3

Experiment results

Table 6.3 shows the results of the models on the five datasets. We observe that
the two proposed models, mmdVAE and vaVAE perform consistently better
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than the baselines in terms of the prediction accuracy and rank quality. High
NDCG means the model is able to rank items that users preferred in top
positions, and high recall means the model recommends large proportion of
items that users preferred.
While the performance of a specific model or dataset can be observed from
Table 6.3, we summarize the overall observation using the average performance
gains as shown in Table 6.4. An average performance gain is calculated by
comparing the performance gain of mmdVAE or vaVAE (whichever has the
higher score) over the average performance of the five baselines. The final
average is for the whole dataset (e.g., m1-1m) is then taken by averaging the
gains from each metric (from NDCG@50 to Recall@50) for that dataset.
For ml-1m and ml-20m, vaVAE achieves the highest performance, while
mmdVAE has similar performance as MultiVAE and CAAE. This shows that
density ratio is effective. The average gains for ml-1m and ml-20m are 11.78%
and 9.80% respectively. A possible reason that for ml-20m, NDCG@50 of
MultiVAE is slightly better than the two proposed models is as follows. The
two proposed models optimize the prior by introducing implicit priors. However, when a manually chosen prior fits the dataset, the implicit prior may
cause overfitting. Other than this special case, for all other comparisons, the
proposed models outperform the baselines. For yelp, amazon apps and amazon games, mmdVAE has the best performance. In particular, the average
performance gain on yelp is 41.66%.
Although mmdVAE and vaVAE outperform the others, compared to each
other, they perform differently on different datasets. vaVAE performs better
on ml-1m and ml-20m, while mmdVAE performs better on the other datasets.
There may be two reasons. The first one is due to the size and sparsity of the
dataset. Yelp, amazon apps and amaon games are sparser and smaller than
January 13, 2022
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NDCG@50
0.3277
0.3111
0.3177
0.3251
0.2894
0.3310
0.3246

NDCG@100
0.3742
0.3580
0.3569
0.3731
0.3211
0.3822
0.3762

Recall@20
0.3065
0.3020
0.3311
0.3541
0.2758
0.3874
0.3120

Recall@50
0.4440
0.4275
0.4221
0.4667
0.4041
0.4813
0.4439

Recall@20
0.3602
0.3055
0.3109
0.3230
0.3122
0.3684
0.3627

Recall@50
0.4907
0.4456
0.4525
0.4697
0.4341
0.4985
0.4968

Recall@20
0.0674
0.0597
0.0511
0.0689
0.0443
0.0674
0.0732

Recall@50
0.1011
0.1162
0.1132
0.1201
0.0921
0.1191
0.1423

Recall@20
0.3091
0.3158
0.3121
0.3101
0.2989
0.3153
0.3227

Recall@50
0.3805
0.3889
0.3818
0.3789
0.2541
0.3853
0.3981

(a) ml-1m

MultiVAE
macridVAE
IRGAN
CAAE
NCF
vaVAE
mmdVAE

NDCG@50
0.3564
0.2985
0.3322
0.3441
0.3031
0.3506
0.3538

NDCG@100
0.4003
0.3482
0.3681
0.3911
0.3488
0.4028
0.3981
(b) ml-20m

MultiVAE
macridVAE
IRGAN
CAAE
NCF
vaVAE
mmdVAE

NDCG@50
0.0506
0.0493
0.0432
0.0524
0.0323
0.0544
0.0721

NDCG@100
0.0637
0.0634
0.0571
0.0710
0.0451
0.0673
0.0911
(c) yelp

MultiVAE
macridVAE
IRGAN
CAAE
NCF
vaVAE
mmdVAE

NDCG@50
0.2611
0.2641
0.2623
0.2610
0.2367
0.2631
0.2739

NDCG@100
0.2719
0.2745
0.2771
0.2691
0.2301
0.2743
0.2842

(d) amazon apps
Table 6.3: NDCG@50, NDCG@100, Recall@20 and Recall@50 comparisons on ml1m, ml-20m, yelp, amazon apps and games. Best performance numbers are bolded.
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NDCG@50
0.2333
0.2470
0.2371
0.2414
0.2211
0.2496
0.2505

NDCG@100
0.2524
0.2574
0.2589
0.2616
0.2318
0.2571
0.2710

Recall@20
0.2704
0.2876
0.2774
0.2811
0.2577
0.2795
0.2898

Recall@50
0.3201
0.3249
0.3291
0.3231
0.3031
0.3110
0.3334

(e) amazon games
Table 6.3: Continued: NDCG@50, NDCG@100, Recall@20 and Recall@50 comparisons on ml-1m, ml-20m, yelp, amazon apps and games. Best performance numbers
are bolded.
Dataset
Performanc gains

ml-1m
11.78%

ml-20m
9.80%

yelp
41.66%

amazon apps
7.48%

amazon games
5.78%

Table 6.4: Average performance gains of our framework over the baselines.

ml-1m and ml-20m. Considering density ratio estimation introduces one more
neural network, vaVAE has more parameters than mmdVAE. Hence, vaVAE is
more flexible. That is why vaVAE is capable to handle large dataset. On relatively small and sparse dataset, vaVAE also shows competitive performance.
mmdVAE has a similar architecture as VAE, which means mmdVAE is easier to learn than vaVAE. Therefore, mmdVAE has slightly better performance
than vaVAE on relative small dataset. The second reason is MMD requires
selection of an appropriate kernel. We use Gaussian kernel in the experiment,
but Gaussian kernel may not be the best kernel for all datasets. That is why we
propose vaVAE, and the results show that vaVAE has competitive performance
and tends to be more stable than mmdVAE on all datasets.
Compared with MultiVAE, our proposed models adopt the optimal prior
to avoid underfitting, which improves the accuracy of recommendations significantly. From the perspective of an objective function, our proposed model
can be reverted to MultiVAE by omitting the term Eqφ (z|x) ln

qφ (z)
.
p(z)

In ad-
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dition, while vaVAE has a complicated architecture, mmdVAE has a similar
architecture to MultiVAE. Therefore, the performance gain against MultiVAE
reflects the advantage of the optimal prior. Experiment results show that
our proposed models outperform MultiVAE on all datasets, which is another
empirical evidence to support that the optimal prior improves collaborative
filtering.
Although macridVAE was proposed for disentangled representations learning, it was claimed to be more powerful than MultiVAE. This model uses
multiple VAEs to learn the representations of item features, therefore it is
more complicated. However, when comparing with MultiVAE and our proposed models, macridVAE has poorer performance than MultiVAE on ml-1m
and ml-20m, while it performs better on amazon datasets.
NCF is a popular model for collaborative filtering. However, we find that
there are two drawbacks for NCF. The first one is that training NCF is expensive. The two components of NCF need to be pre-trained separately before
combining together for the final training. The second one is that there are
various hyper-parameters for NCF, and tuning these hyper-parameters is tedious. Although we have tried our best to tune its parameters and trained
NCF extensively, the performance of NCF turns out to be worse than the
others.
IRGAN and CAAE are two GAN based models. Although they have
achieved similar performance as our proposed models, there are three drawbacks. First, the two GAN models require negative sampling. For large
datasets, training the model with the input in the form of user-item pairs
tends to be expensive, as randomly sampling pairs can cost lots of time and
resources. Secondly, the models require two or three turns to train, which may
result in a sub-optimal model and significant time cost. Also, as the compoJanuary 13, 2022
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nents interacting with each other, the models tends to be unstable. Finally,
similar to NCF, IRGAN and CAAE require to tune various hyper-parameters,
which additionally increases the time cost.

6.4.4

Sensitivity to network parameters

In this section, we systematically investigate the impacts of hyper-parameters
of vaVAE and mmdVAE on dataset ml-1m. In particular, we discuss the
impact of the depth of the classifier in vaVAE and the regularization level α.

vaVAE classifier depth
The classifier is a standalone neural network that can assign labels to items
in p(z) and q(z), hence its capacity affects the results of density estimation to
some extent. We collect and compare the metrics of vaVAE with the depth
ranging from 2 to 11. The results are shown in Figure 6.1a.
The effect on recall is significant as a peak is observed at depth 3. After
that, both recall@20 and recall@50 drop and level off. Although recall is
affected by the classifier depth, NDCG is not. In contrast, the effects on
NDCG@50 and NDCG@100 are not significant, they remain over the range of
2 to 11.
A possible reason to this observation is that the ideal capacity of the classifier is related to the dimension of the latent factors z. In the experiment,
the dimension of the latent factors is fixed. However, tuning the dimension of
z may affect density ratio estimation, as density ratio estimation is reported
to fail to handle high dimensional vectors. As a result, the classifier does not
require high capacity for labelling as z is in a low dimensional space.
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(a) Performance of vaVAE with various depth
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(b) Performance of mmdVAE with various alpha
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(c) Performance of vaVAE with various alpha
Fig. 6.1: The performance of vaVAE and mmdVAE with various settings
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The regularization level α
α affects the performance of both mmdVAE and vaVAE significantly. The
results are shown in Figure 6.1b and 6.1c. For mmdVAE, the highest point
is at 0.6. Recall and NDCG increase as α decreases from 0.8 to 0.6. This
observation is consistent with [20], which reports that the highest point was
at some point between 1 and 0. In contrast, recall and NDCG are negatively
related to the value of α for vaVAE. Both metrics decrease slightly as α ranging
from 0.2 to 0.8. This may be due to the additional neural network, which
impacts the reflection of α.

6.5

Summary

In this chapter, we have proposed a flexible VAE framework that incorporates
the optimal implicit prior for collaborative filtering. Our framework circumvents the issue of underfitting introduced by sub-optimal prior distributions.
The problem is commonly disregarded in related studies resulting in underfitted models.
We have proposed two approaches in our framework. Our first approach
(mmdVAE) optimizes the objective function by replacing KL divergence with
the maximum mean discrepancy (MMD). Using the kernel Hilbert space, it
can be efficiently optimized. MMD is known to work well with multivariate
Gaussian distributions, but it requires selection of an appropriate kernel and
its bandwidth parameter. In order to make our model adaptive to different
datasets, we propose our second, more advanced approach (vaVAE) based
on density ratio. Our second approach does not require a kernel selection
and can in principle handle more complex distributions than MMD. In our
empirical study, we have trained our models on five publicly available realJanuary 13, 2022
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world datasets, and compared their performances against five state-of-theart collaborative filtering models. The results have shown that our proposed
approaches can significantly improve the quality of recommendations, with the
average performance of 41.66% better than the baselines.
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Chapter 7
Curvilinear Collaborative
Metric Learning with
Macro-micro Attentions
7.1

Introduction

In Chapter 2 Section 2.4, we have reviewed metric learning based methods.
Although these methods are effective, they suffer from two important problems
which have not been fully addressed in collaborative filtering.
Firstly, it was proved that linear models of metric learning based collaborative filtering are sub-optimal as only a rough direction can be learned by
Euclidean distance; and hence they are not able to infer information behind
observations well [117]. As shown in Fig. 7.1a, the Euclidean distance between
points x and y is the accumulation of length (red lines) between the nearest
points on three straight lines, which are e1 t, e2 t, e3 t. For Mahalanobis distance
based metric learning, the results are similar as shown in Fig. 7.1b. In higher
dimensional space, more directions can be learned but the result is still a rough
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direction. Fig. 7.2 is a mini example of the problem. In this example, dotted
lines represent the Euclidean distance between the user and items, which is
what linear metric learning based models try to minimize. However, dotted
lines only reflect a rough direction from items to the user, and the geometric
information (i.e., black lines) are neglected. As a result, linear metric learning
based models fail to recover the geometric features and tend to be sub-optimal.
Secondly, existing metric learning methods consider the relationships between i) the user and the positive item (uv), ii) the user and the negative item
(uv − ), and iii) the positive item and the negative item (vv − ); while the cooccurrence information of positive items (vi vk ) is ignored. Consequently, the
fundamental assumption of metric learning is violated resulting in compromised performance. In the metric space, the assumption made is that distance
is a measure of similarity, where a shorter distance between an user and an
item indicates that the user likes the item more [12]. Fig. 7.3 presents a toy
example. Given three users u1 , u2 , u3 and three items v1 , v2 , v − , we assume
that v1 and v2 are preferred by u1 , u2 , u3 while v − is not. After training the
model by the existing paradigm, u1 , u2 , u3 and v1 , v2 may be placed on two
perpendicular lines, and v1 and v2 are closer to three users u1 , u2 , u3 than
v − , i.e., d(u1 , v1 ) < d(u1 , v − ), d(u1 , v2 ) < d(u1 , v − ), and d(v1 , u1 ) < d(v1 , v − ),
d(v2 , u1 ) < d(v2 , v − ) (same for u2 and u3 ), where d(x, y) denotes the Euclidean
distance between the two points x and y. An unexpected problem is that
when recommending items to the user us who is known to prefer v1 , the model
will recommend v − rather than v2 due to the fact that d(us , v − ) < d(us , v2 ).
However, v2 should be recommended because v1 and v2 are preferred by u1 , u2
and u3 , so they are more likely to co-occur. In addition, this issue cannot be
avoided by considering the relationships between v2 and other users such as
u2 v2 or u3 v2 due to the fact that for u2 and u3 , v2 is closer to them than v − .
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To this end, we propose Curvilinear Collaborative Metric Learning (CCML)
as a solution for recommender systems to circumvent the above two problems.
Instead of measuring the Euclidean distances which are projections of the
original space, we minimize the curvilinear distances in the original nonlinear
space. As shown in Fig. 7.1c, CCML tries to minimize the true distance
between the two data points by nonlinearly projecting points to the curved
lines and computing the curvilinear distance on each dimension. By doing so,
both the direction and changes along the “original path” are captured. For
the mini example in Fig. 7.2, CCML minimizes the curvilinear distance (black
lines) and hence learns from the geometric information. In addition, based
on the existing methods that consider the three relationships uv, uv − , vv − ,
CCML additionally measures the relationships among positive items v1 v2 . The
goal of this measurement is to guarantee that the distances among the user’s
positive items represent the probability of co-occurrence, so that co-occurrent
items are potential candidates for other users.
Among related work, Latent Relational Attentive Memory (LRAM) [103]
is a popular model that has been used to learn the relations between the user
and items. Note that many existing studies [103, 105, 154] adopted LRAM.
However, the user-item relation learned from LRAM does not have specific
meaning after nonlinear transformation, which we find that this is another
important limiting factor to the accuracy of a model. Motivated by the fact
that representations of items are driven by complex factors ranging from high
level ones that determine the items’ categories, to low level ones that specify
items’ characteristics [155]. We propose to learn items’ vectors differently by
learning the macro features of categories and micro representations separately
before fusing them together. This representation is not only better in preserving the meaning but also less sensitive to misleading correlations presented in
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f3 (t)

m2 t

e
istanc
real d y

e
istanc
real d
y
m2 t
T(y)
T(x) distanc
e on
m t

x

x

d
T(y)
T(x) istance o
n f (t
1 )

f2 (t)

2

(b) Linear metric learning with Mahalanobis
distance.

f1 (t)

(c) Nonlinear metric
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Fig. 7.1: An illustrations of different metric learning models in 3-dimensional space.
For a pair of data points x and y, the three models find the nearest points on
each learned line. (a) and (b) show projections on straight lines, and the distances
between x and y are accumulation of the length between the projected points. (c)
shows nonlinear projection that captures both the direction and changes along the
path between x and y.

a small dataset [155, 156]. Furthermore, CCML is designed to be generalized
on datasets where category information is not available, so the macro features
of categories are learned from predefined virtual categories. This process is
similar to attention mechanisms.
We study the curvilinear metric learning for collaborative filtering on implicit data (e.g. clicks and interactions). Comparing to explicit data (e.g.
ratings), implicit data is larger and easier to collect [102]. CCML circumvents
two geometric problems that existing paradigms are suffering, and also learns
latent vectors from macro and micro features to make our model immune itself
from data correlations. Empirical study shows that CCML achieves significant
performance improvement over the state-of-the-art baselines.

7.2

Problem Definition

In this study, the top-K recommendation problem can be formulated as follows.
Given a set of users U , items I and a set of positive user-item pairs (u, v) ∈ Ω,
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v2

v1

v3

u

Fig. 7.2: Fitting nonlinear data points of user u and items v1 , v2 , v3 . Dotted lines
show the Euclidean distance between the user and items, while black lines show their
real distances.

vu3

v2
u1

us

v1

u2

Fig. 7.3: A toy example to demonstrate the significance of measuring positive itemitem relations. In 2-dimensional vector space, v1 and v2 are on one straight line,
and u1 , u2 and u3 are on another straight line. The two lines are perpendicular. v2
should be recommended to us , but d(us , v2 ) > d(us , v − ).

we aim to derive a prediction score for the user u ∈ U and the item v ∈ I\η
that he/she has not interacted with, where η denotes the set of items that user
u has previously interacted with.

7.3

The Proposed Model

In this section, we first review and analyze the issue of symmetric metric
learning. Then, we present Curvilinear Collaborative Metric Learning (CCML)
as a more powerful model to capture the relations between users and items for
personalized recommendation.
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Review of Symmetric Metric Learning

We first review the framework of symmetric metric learning (SML) [12], and
then analyze its weakness. Same as Collaborative Metric Learning (CML),
SML adopts the Euclidean distance in linear vector space, and the distance
function is:

d(u, v) = ||pu − qv ||22 ,

(7.1)

where pu and qv are embeddings of user u and item v in linear vector space.
SML guarantees i) the distance between the user u and the item v is smaller
than that between the user u and the negative item v − by the margin λu , and
ii) the distance between the user u and the item v is smaller than that between
the item v and the negative item v − by the margin λv . The two constraints
can be summarized as:

d(u, v) + λu ≤ d(u, v − ), and
(7.2)
d(u, v) + λv ≤ d(v, v − ).
However, the above constraints cannot restrict the distances among user’s
positive items within the ball where u is the center and ru = max(d(pu , qv ))
is the radius. To this end, positive items are unrelated and may randomly
spread across the ball, which violates the basic assumption of metric learning,
i.e., short distance between two items represents that they are similar.
For the example shown in Fig. 7.3, the cause to this problem is that
although the two items v1 and v2 are within the ball of u1 , u2 and u3 , they are
randomly placed. As a result, although d(us , v1 ) < d(us , v − ) and d(us , v1 ) <
d(v1 , v − ), the distance between us and v − is shorter than that between us and
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Fig. 7.4: The architecture of CCML (assuming the number of categories is seven).

v2 , i.e., d(us , v2 ) > d(us , v − ). In such case, the negative item v − is ranked
higher than v2 .
In conclusion, the distance between us and v2 should also be shorter than
us and v − to avoid this problem. In a general form, positive items of u1 should
also be close to other users who share the same positive items.

7.3.2

Curvilinear Collaborative Metric Learning

We present Curvilinear Collaborative Metric Learning (CCML) as a more powerful model to capture the relations between users and items for personalized
recommendation. In CCML, high level latent factors of categories and low level
latent factors of item characteristics are fused to form items’ latent vectors. In
addition, user and item vectors of each user-item pair are nonlinearly transformed and produce scores of candidate items to the target user by measuring
the curvilinear distance. Moreover, the issue of items’ random positioning is
overcome in the optimization process. The overall architecture is presented in
Fig. 7.4.
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Micro and Macro Features
Given a user-item pair (u, v), which represents two binary sparse vectors via
one-hot encoding, CCML converts the two sparse vectors to two real-valued
dense vectors at the embedding layer. We use p ∈ Rd and q ∈ Rd to denote
the micro representation of the user and item, where d is the dimension of
the vector. Then, CCML applies Hadamard product to form a joint user-item
product as s = p

q.

The embeddings of virtual categories are predefined as the matrix C ∈
R|C|×d , where |C| is the number of categories that controls the capacity of
CCML. CCML forms item’s vector by combining q and C with the weight of
each category calculated by Softmax function. Specifically, for category vector
ci ∈ C, the probability wi is defined as wi =

es
P

>c

cj ∈C

i

es

>c

j

. Cosine similarity can

also be adopted, but we find the inner product can produce better performance
than cosine similarity. With the weights of the categories, CCML forms the
P
item vector as q 0 = i wi (q + ci ).
Nonlinear transformation and curvilinear distance
As proven by Chen et al. [117], linear metric learning ignores the geometric
information of the dataset, and cannot be learned to adapt to various nonlinear
data. CCML adopts a nonlinear function fΦ (·) to project the user and item
points to a curved space, i.e., p∗ = fΦ (p), q ∗ = fΦ (q 0 ).
As the parameter Φ is an abstract form, it is not necessary to directly measure fΦ (·). Instead, we leave it as an abstract function, and use MLP to measure fΦ0 (·), which is the derivative of fΦ (·). MLP is defined as a fully connected
neural network with one hidden layer, and the activation function is ReLU. The
scoring function is defined as s(p∗ , q ∗ ) = arclen(p∗ , q ∗ ), where arclen(·, ·) meaJanuary 13, 2022
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vi
θ

u

us

v-

vk
Fig. 7.5: An illustration of our novel method, positive-item-item relation learning in
2-dimensional space. Given that u have preferred vi and vk , and us have preferred
vi , our approach reduces d(us , vk ) by pushing vk to vi .

sures the curvilinear distance in the curved space fΦ . The curvilinear distance
between the point p∗ and q ∗ is the integration of the derivative function fΦ0 (·)
on each dimension. With t ∈ Rd , arclen(·, ·) is defined as follows:
∗

∗

Z

max(p∗ ,q ∗ )

arclen(p , q ) =
min(p∗ ,q ∗ )

||fΦ0 (t)||2 dt.

(7.3)

Positive Item-Item Relations
We propose a novel method, named positive item-item metric learning, to
model the relations among positive items. Assuming the two constraints of
Equation (7.2) have been satisfied, a heuristic method is pushing all positive
items of the user u to other users who share the same positive items. However,
this approach is computational expensive as the number of computations is
factorial increasing to the number of positive items, and requires to model
the relationships among users. Instead, we opt for sampling another positive
item vk for each positive item vi ∈ η u (vi and vk should not be paired more
than once), and then push vk to us by minimizing the distance d(us , vk ). Due
to the fact that the distance d(us , vk ) is non-negative, minimizing d(us , vk )2
and d(us , vk ) lead to the same set of parameters. For simplicity, we study the

January 13, 2022

7.3. The Proposed Model

132

square of the distance d(us , vk )2 , which can be calculated by:

d(us , vk )2 = ru2s + d2 − 2drus cos θ,

where we use d to denote d(vi , vk ), θ to denote the angle between vi us , and
vi vk and assume vi lies on the edge of the us centric ball, i.e., d(us , vi ) = rus .
To reduce d(us , vk )2 by d, the gradient
∂d(us ,vk )2
∂d

∂d(us ,vk )2
∂d

= 2(d − rus cos θ), and

= 0 when d = rus cos θ. By reducing d, vk can be pushed within the us

centric ball as shown in Fig.7.5. To this end, we propose to reduce the distance
between vi and vk . Moreover, the benefit of reducing the distance between vi
and vk is that d(us , vi ) and d(us , vk ) are not needed to be considered, which
further reduces the the computational cost as relating users by their shared
positive items is also complicated.
With the vector of vi , vk denoted as qi , qk , the loss of positive-item-item
relations is defined as:
Lr =

X

d(qi0 , qk0 ),

∀i∈η u ,k∈η u

where qi0 and qk0 are two combined vectors. Note that we do not minimize
the curvilinear distance because our goal is pushing the two positive items, so
Euclidean metric is also effective in this case.

Adaptive Margin
A fixed margin may be sub-optimal due to the fact that different users have
different criteria. Thus, we follow the same way as SML [12] to model the
adaptive margin. Specifically, the adaptive margins are formulated as:

LAM = −(

1 X
1 X
λu +
λv ),
|U | u
|I| v

(7.4)
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where λu and λv are two margins for the user u and the item v respectively.

7.3.3

Optimization

According to the definition of integral, Equation (7.3) can be equivalently
rewritten to:
∗

∗

arclen(p , q ) = lim

L
X

L→+∞

||fΦ0 (min(p∗ , q ∗ ) + l∆t)||2 ∆t,
(7.5)

l=0

max(p∗ , q ∗ ) − min(p∗ , q ∗ )
.
where ∆t =
L
With the considerably large integer L, we can approximate the value of
arclen(p∗ , q ∗ ) in this way. In practice, we find that the the performance is
stable when L = 9, and the even larger L will not improve the performance
significantly. Also, as CCML is end-to-end differentiable in this design, we are
able to apply stochastic gradient descent (SGD) methods to train the model.
Similar to other metric learning based models [105,107], CCML adopts the
pairwise loss to optimize the model. For each positive user-item pair (u, v) ∈ Ω,
we sample a negative pair (u, v − ) ∈ Ω− according to the rule that user u has
not interacted with item j. With the vector of u, vi , vk , v − denoted as p, qi ,
qk , m, we define the pairwise loss function as:
L=

X

X

[φ(s(p∗ , qi∗ ) + λu − s(p∗ , m∗ ))

(u,v)∈Ω (u,v − )∈Ω−

(7.6)

+ φ(s(p∗ , qi∗ ) + λv − s(qi∗ , m∗ ))]
+ α(||p||22 + ||q||22 + ||m||22 ) + βLr + γLAM ,

where Ω is the set of the positive user-item pairs, and λu and λv are the margins
for users and items that separates the positive pairs and the negative samples.
The activation function φ(·) is ReLU, which empirically turns out to achieve
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the best performance.
Existing models [102, 103, 105, 107] regularize the metric learning models
by constraining ||p||2 < 1 and ||q||2 < 1, which empirically turns out to be
unstable for CCML. In this study, we penalize the L2 -norm of the user and
item vectors, and use α to control the level of regularization. Note that, in
order to prevent the data points spread widely, we set α  1. Also, β and γ
are two hyper-parameters controlling the level of positive item-item loss and
the adaptive margin loss respectively.

7.4

Empirical Studies

In this section, we evaluate our proposed model CCML against other state-ofthe-art algorithms on eight popular datasets: Netflix prize1 , delicious2 , lastfm3 ,
ml-1m, ml-20m4 , amazon movies, amazon games and amazon apps5 . For each
dataset, we filtered those users with fewer than 10 interactions, and the statistics of all datasets are summarized in Table 7.1. The descriptions of eight
datasets are summarized below:
 Netflix Prize. This dataset is from Netflix’s competition in 2009. We

construct a subset of the dataset by only includes ratings from 2005. We
treat ratings higher than 3 as positive and the rest as negative.
 Delicious. This dataset contains social networking, bookmarking and

tagging information from Delicious Social Bookmarking system.
1

https://www.netflixprize.com/
http://www.delicious.com
3
http://last.fm
4
https://grouplens.org/datasets/movielens/
5
http://jmcauley.ucsd.edu/data/amazon/
2
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Dataset
#Users #Items #Interactions Sparsity (%)
Netflix
364k
18k
31m
0.483
Delicious
2k
69k
437k
0.357
Lastfm
2k
18k
93k
0.281
MovieLens1M
6k
4k
575k
2.734
MovieLens20M
130k
21k
10m
0.370
Amazon Movies
33k
111k
909k
0.024
Amazon Games
5k
20k
95k
0.093
Amazon Apps
12k
21k
188k
0.075
Table 7.1: Statics of all datasets used in the experiments.

 Lastfm. This dataset contains social networking, tagging and music

artist listening information from Last.fm online music system.
 MovieLens. This is a popular benchmark dataset for collaborative mod-

els. We adopt two well-established versions in our experiments: MovieLens 1M and Movielens 20M. We treat ratings higher than 3.5 as positive
and the rest as negative.
 Amazon. This is a user purchase and rating dataset collected from

Amazon [78]. We use three subsets in the experiment: Amazon Movies
and TV (Amazon Movies), Amazon Video Games (Amazon Games) and
Amazon Apps for Android (Amazon Apps). Ratings higher than 3 are
treated as positive and the rest as negative.
We have selected six baselines and they can be categorized into two groups:
i) the first four models are built on metric learning, and ii) the remaining two
models are collaborative filtering models. In this way, we can comprehensively
demonstrate the effectiveness of CCML. Note that we select metric learning
models for general purposes, hence models such as AMASR and MRMN are
not included as they are designed for specific recommendations. Our baselines
are:
January 13, 2022

7.4. Empirical Studies

136

 Collaborative Metric Learning (CML) [102] CML computes and

minimizes Euclidean distance between users’ and positive items’ latent
vectors, while maximize the distance between users and negative items.
 Latent Relational Metric Learning (LRML) [103] LRML learns a

latent relation between users and items by minimizing Euclidean distance
between users’ and positive items’ latent vectors.
 Collaborative Translational Metric Learning (transCF) [109] tran-

sCF constructs the relation between users and items by neighborhood
information of users, and regularizes both the neighborhood vector and
the distance vector.
 SML [12] SML pushes positive items to users and pulls negative items

away from positive items by measuring Euclidean distance. The margin
is adaptively learned for each user and item.
 Bayesian Personalized Ranking (BPR) [4] BPR is a collaborative

filtering model that uses inner product of users’ and items’ latent vectors
as scores.
 Joint Representation Learning (JRL) [157] JRL combines latent

vectors of various information and the predicted scores are generated by
MLP.

7.4.1

Evaluation Protocol and Metrics

We implement all models in Tensorflow 2.2.0 for Python 3.6.9 on Ubuntu 16.04.
CPU of the machine is Intel Xeon W-2135, and 64 GB RAM and two Nvidia
2080 Ti are installed.
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Our evaluation protocol follows the conduct of [18, 103, 107]. We use the
leave-one-out evaluation setting. If timestamps are not available in the dataset,
we randomly sample two items per user, one for a positive test sample, and
the other one for validation set to tune hyper-parameters, and the remaining
makes up the training set. For each positive sample, we randomly sample one
non-member item as negative sample for training. For validation and test set,
we randomly sample 100 non-member items for each user as negative samples
and rank the test item with respect to these 100 items.
We evaluate the performance of the models with two widely used metrics:
Hit Ratio (hit@N) and Normalized Discounted Cumulative Gain (nDCG@N).
hit@N measures whether the test item is in the top N recommended item set or
not, and nDCG@N takes into account the position of the hit and assigns higher
scores to hits at top-rank positions. In our experiments, we set N as 5 and 10
and repeat each experiment five times and report the average performance.
Each model is trained with Adam optimizer with the learning rate as 0.001,
and the regularization rate ranges from 0 to 1 with the step as 0.1. For embedding layer, the size is fixed at 100 and each layer is normally initialized with
a standard deviation of 0.01. Model parameters are saved every 5 epochs and
batch size is 10,000. Following the conduct of the previous work [12, 102, 103],
the maximum number of epochs is 600, and each model is trained until convergence, i.e., when the value of nDCG@5 on the validation set does not improve
after 5 epochs. Since we find that large MLP do not improve the performance,
MLP in CCML is designed as a 3 fully-connected layers with a pyramid architecture, and the dimension for the hidden layer and the output layer is 75 and
25 respectively. For CML, LRML, transCF, the margin is selected from 0.1 to
1.0. For LRML, as pointed out by the author, we set the memory slice as 20.
To fairly compare with LRML, we also set the number of categories as 20 in
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CCML. For transCF, as pointed out by the authors that when regularization is
0 or 0.1, the performance is the best, in this experiment, we further select the
regularization rate for neighborhood and distance from 0.1 to 1.0 respectively.
For SML, the two margins

7.4.2

Experimental Results

The empirical results of our proposed model CCML and baselines on eight
datasets are reported in Table 7.2. CCML performs extremely competitive on
all datasets and achieves the best performance on both hit@N and nDCG@N.

Comparison against metric learning models
CML, LRML, transCF and SML are four metric learning based models, they
belong to the same group as our proposed model CCML. As shown in Table
7.2, CCML outperforms these models on all dataset by large margin. Netflix
and MovieLens 20M are two large datasets, where CCML obtained a clear
margin in performance gain over the the baseline. On Netflix, the average
performance of CCML is about 38% higher than CML, about 11% higher than
LRML and transCF and about 6% higher than SML. On MovieLen 20M, the
average performance of CCML is about 15% higher than CML, 6% higher
than LRML, 11% higher than transCF and 5% higher than SML. This proves
that our proposed three components, curvilinear distance, macro categories
learning and positive-item-item relation learning, are helpful and improve the
expressive ability of the model.
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CML
LRML
transCF
SML
BPR
JRL
CCML

139

hit@5
0.2809
0.3532
0.3441
0.3621
0.2421
0.3128
0.3862

nDCG@5
0.1891
0.2311
0.2411
0.2525
0.1702
0.2067
0.2691

hit@10
0.3911
0.4745
0.4705
0.4837
0.3623
0.4270
0.5081

nDCG@10
0.2121
0.2679
0.2731
0.2815
0.1911
0.2438
0.3059

hit@10
0.2985
0.2991
0.3012
0.3081
0.1878
0.2203
0.3292

nDCG@10
0.2540
0.2610
0.2701
0.2821
0.1610
0.1844
0.3036

(a) Netflix

CML
LRML
transCF
SML
BPR
JRL
CCML

hit@5
0.2641
0.2541
0.2676
0.2771
0.1652
0.1882
0.2971

nDCG@5
0.2451
0.2321
0.2521
0.2642
0.1520
0.1742
0.2881

(b) Delicious

CML
LRML
transCF
SML
BPR
JRL
CCML

hit@5
0.0544
0.0501
0.0557
0.0602
0.0427
0.0433
0.0706

nDCG@5
0.0346
0.0317
0.0359
0.0389
0.0268
0.0270
0.0453

hit@10
0.0870
0.0794
0.0884
0.0921
0.0645
0.0801
0.1212

nDCG@10
0.0451
0.0431
0.0464
0.0517
0.0332
0.0411
0.0619

hit@10
0.5039
0.5290
0.5140
0.5281
0.4256
0.5089
0.5829

nDCG@10
0.2435
0.2847
0.2869
0.2910
0.2013
0.2743
0.3261

(c) Lastfm

CML
LRML
transCF
SML
BPR
JRL
CCML

hit@5
0.2899
0.3205
0.3180
0.3227
0.2510
0.3454
0.4014

nDCG@5
0.1748
0.2405
0.2372
0.2421
0.1633
0.2217
0.2688

(d) MovieLens 1M

Comparison against other baselines
The performance of other baselines are also competitive. Although all baselines achieve the high performance on some datasets, JRL turns out to be a
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CML
LRML
transCF
SML
BPR
JRL
CCML

140

hit@5
0.5310
0.5981
0.6032
0.6231
0.4852
0.5059
0.6573

nDCG@5
0.3892
0.4357
0.4425
0.4617
0.3221
0.3583
0.4915

hit@10
0.7021
0.7630
0.7602
0.7819
0.6013
0.6435
0.8020

nDCG@10
0.4134
0.4826
0.4780
0.4911
0.3611
0.4031
0.5225

(e) MovieLens 20M

CML
LRML
transCF
SML
BPR
JRL
CCML

hit@5
0.3020
0.3058
0.2961
0.3027
0.2618
0.2876
0.3396

nDCG@5
0.2103
0.2141
0.2047
0.2133
0.1552
0.2008
0.2319

hit@10
0.3981
0.4049
0.3979
0.4018
0.3121
0.3767
0.4742

nDCG@10
0.2339
0.2462
0.2338
0.2391
0.1979
0.2296
0.2873

CML
LRML
transCF
SML
BPR
JRL
CCML

(f) Amazon Movies
hit@5 nDCG@5 hit@10
0.1896
0.1218
0.3003
0.1970
0.1266
0.3015
0.1854
0.1211
0.3010
0.2021
0.1314
0.3053
0.1421
0.0947
0.2321
0.1693
0.1182
0.2404
0.2106
0.1411
0.3173

nDCG@10
0.1589
0.1637
0.1685
0.1713
0.1207
0.1410
0.1771

CML
LRML
transCF
SML
BPR
JRL
CCML

(g) Amazon Games
hit@5 nDCG@5 hit@10
0.3010
0.1726
0.4246
0.3133
0.1929
0.4357
0.3123
0.1857
0.4263
0.3347
0.2108
0.4656
0.2087
0.1434
0.3023
0.3320
0.2330
0.4475
0.3565
0.2533
0.4973

nDCG@10
0.2141
0.2412
0.2241
0.2535
0.1736
0.2701
0.2887

(h) Amazon Apps
Table 7.2: Comparison between various baselines and our proposed model CCML.
The best are in boldface and the second best are underlined.

strong baseline that performs competitively on all datasets. In contrast, BPR
performs horribly comparing to baselines. BPR linearly learns the latent vecJanuary 13, 2022
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CCML nl
CCML fe
CCML pi
MCML
CCML
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hit@5
0.3556
0.3710
0.3532
0.2486
0.4014

nDCG@5
0.2407
0.2391
0.2283
0.1425
0.2688

hit@10
0.5761
0.5627
0.5589
0.4694
0.5829

nDCG@10
0.3015
0.2841
0.2723
0.2134
0.3261

(a) MovieLens 1M

CCML nl
CCML fe
CCML pi
MCML
CCML

hit@5
0.6373
0.6231
0.6191
0.4187
0.6573

nDCG@5
0.4621
0.4548
0.4373
0.2451
0.4915

hit@10
0.7792
0.7602
0.7451
0.6984
0.8020

nDCG@10
0.4881
0.4711
0.4512
0.3357
0.5225

(b) MovieLens 20M
Table 7.3: The performance of various metric learning based models. The best are
in boldface.

tor by inner product, which may be the reason why it is outperformed by
other models. This is consistent with the previous work [12, 102, 103] that distance metric is an useful and effective method for collaborative filtering and
overcome the inherent limitation of inner product.

7.4.3

Discussion and Analysis

Investigation of the proposed components
The outstanding performance of CCML comes from the adoption of curvilinear
distance, macro categories learning and positive item-item relation learning.
To validate their effectiveness, we compare the performance of the following
models against CCML and report the results:
 CCML nl This is a variant of CCML with the same structure. Instead

of measuring curvilinear distance, CCML nl measures Euclidean distance
between the MLP transformed embedding of users and items. CCML nl
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CCML LRAM
LRML
CML Macro
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hit@5
0.4014
0.3710
0.3205
0.3252

nDCG@5
0.2688
0.2311
0.2405
0.1979

hit@10
0.5829
0.5487
0.4590
0.4820

nDCG@10
0.3261
0.2971
0.2847
0.2480

(a) MovieLens 1M

CCML
CCML LRAM
LRML
CML Macro

hit@5
0.6573
0.6275
0.5981
0.5997

nDCG@5
0.4915
0.4623
0.4357
0.4138

hit@10
0.8020
0.7803
0.7630
0.7642

nDCG@10
0.5225
0.4947
0.4826
0.4671

(b) MovieLens 20M
Table 7.4: The performance between CCML, LRML and CML with LRAM module
and Macro information

is one of nonlinear Euclidean distance based metric learning models.
 CCML fe This is a variant of CCML, but instead of learning both items’

macro categories and micro representations, CCML fe only learns micro
representations.
 CCML pi CCML pi has the same structure of CCML but does not learn

the positive item-item relations.
 Mahalanobis Collaborative Metric Learning (MCML) MCML

computes the Mahalanobis distance between users and items. MCML
is a general form of CML as MCML is reverted to CML when A (in
Equation (2.5)) is an identity matrix. MCML is one of linear Euclidean
distance based metric learning models.
In the experiments, the four models are built with the same settings and
are trained under the same condition. The datasets are MovieLens 1M and
MovieLens 20M. We choose these two datasets as they are two popular datasets
in the field of recommender systems, and MovieLens 1M is a typical medium
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small dataset while MovieLens 20M is a typical large dataset. The results are
reported in Table 7.3.
We observe that CCML outperforms the three baselines significantly on
two datasets. It should also be noted that CCML nl, CCML fe and CCML pi
outperform MCML by a large margin. The significant improvements prove the
effectiveness of of the three components.
Also, it should be noted that CCML nl and CCML pi loss more performance than CCML fe. This indicates that the curvilinear distance and the
positive item-item relation learning contribute more than the macro category
learning. Since CCML outperforms CCML fe by a large margin, the macro
category learning is also important.

LRAM vs. Macro categories information
We propose to separately learn macro and micro features of items as a replacement of LRAM due to the fact that the relation does not have specific
meaning after nonlinear transformation. To additionally validate the effectiveness of macro categories learning, we compare the performance of the following
models against CCML and LRML and report the results:
 CCML LRAM This model can be treated as a curvilinear metric learn-

ing model with LRAM module. The scoring function of CCML LRAM
is s(p, q) = arclen(fΦ (p + r), fΦ (q)), where r is the relation learned by
LRAM.
 CML Macro This model can be treated as CML with learning items’

macro category features. Item vectors are constructed with macro category features.
The four models are built with the same settings, i.e., the embedding size is
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100, the number of categories/keys is 20, and the datasets are MovieLens 1M
and MovieLens 20M. The results are reported in Table 7.4. We observe that on
the two datasets, CCML achieves the best performance with a significant margin comparing to the second, CCML LRAM. The comparison between LRML
and CML Macro shows the effectiveness of learning macro category features.
The performance of LRML and CML Macro are similar, i.e., CML Macro has
higher hit ratio, while LRML has higher nDCG. However, CML Macro requires
fewer parameters comparing to LRML. Specifically, macro categories learning
only requires one extra matrix, while LRAM requires two. Thus, learning
macro categories information is more space effective than LRAM. Moreover,
the comparison between CCML and CCML LRAM shows that LRAM cannot
be well suited in the nonlinear space.
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(a) MovieLens 1M
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(b) MovieLens 20M

Fig. 7.6: Performance of CCML with respect to different values of α on two datasets.

Study of hyper-parameters
CCML introduces three hyper-parameters α, β and γ to prevent data points
spread widely, control the strength of the positive item-item relationships and
adaptive margin respectively. In this section, we presents the impact of the
three hyper-parameters and shed lights on how to set them. We only report
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Fig. 7.7: Performance of CCML with respect to different values of β on two datasets.
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Fig. 7.8: Performance of CCML with respect to different values of γ on two datasets.

results on MovieLens 1M and MovieLens 20M due to the fact that the impact
of the three hyper-parameters are similar.
To investigate the impact of α, we vary α, and fix β to 0.1 and 1 on
MovieLens 1M and MovieLens 20M respectively, and fix γ to 10 and 1 on
MovieLens 1M and MovieLens 20M respectively. As shown in Fig. 7.6, we
observe that the optimal value is around 10, and too large α destroy the
learned metric that strictly constrain the data points. Thus, we suggest to set
α to 10.
Secondly, we study the impact of β by varying β, and fixing α to 10, and
fixing γ to 10 and 1 on MovieLens 1M and MovieLens 20M respectively. Fig.
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7.7 shows the results. We observe that the optimal value of β is around 0.1
to 1. CCML behaves bad with too small β, which indicates that the positive
item relations have not been significantly considered. In contrast, when β
is too large, the performance also drops dramatically, which indicates that
the positive items are pulled close to each other. This observation is also
consistent with our discussion that random distances among positive items
hurts the quality of recommendation.
Then, we vary γ, and fix α to 10, and fix β to 0.1 and 1 on MovieLens
1M and MovieLens 20M respectively to study the impact of γ. As shown in
Fig. 7.8, we observe that too large or too small γ can hurt the performance
of CCML. This is consistent to the previous work of Symmetric Metric Learning (SML) [12] that although adaptive margin can help the performance, the
margin should not be increased infinitely.

7.5

Summary

In this chapter, we analyze the problem of existing paradigms that only use
linear metric and user-item relationships for recommendations, which ignores
the geometric features and positive item-item relationships. To address these
issues, we propose a novel nonlinear metric learning model, called Curvilinear
Collaborative Metric Learning (CCML), that measures the curvilinear metric
in nonlinear space and minimizes the distance among positive items. Moreover,
we propose macro category learning as a replacement to user-item relations
learning to better suit the curvilinear metric learning. Extensive experiments
show that CCML significantly outperforms six competitive baselines on eight
public datasets for implicit collaborative ranking in our experiments. In addition, we quantitatively elaborate the effectiveness of the macro categories
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learning, the curvilinear metric and the positive item-item relationship learning. We also study the impact of hyper-parameters.

January 13, 2022

Chapter 8
Conclusion
In this thesis, we aim at building recommender systems with neural networks
and geometric methods. As reviewed in Chapter 1 Section 1.1, the challenges
in building effective systems are: (1) the dynamic users’ preferences, (2) the
difficulty in integrating auxiliary data to the model, (3) the data sparsity
problem and (4) the complicated relationships in the dataset. We address
these challenges by neural networks and geometric methods.
Specifically, we explore methods to model the dynamic users’ preferences
in Chapter 3, study integrating auxiliary data to collaborative filtering and
circumvent the data sparsity problem in Chapter 4 and 5, explore to mine the
complicated relationships in Chapter 6 and 7.
The rest of this chapter is structured as follows. Section 8.1 summarizes the
research questions, propose methods and findings in each chapter separately,
Section 8.2 then overall concludes those chapters. In Section 8.3, we discuss
the limitations of our work and outline future research directions.
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Summary of chapters and contributions

In Chapter 2, we classified the methods of recommender systems into several
groups, and provided detailed explanations for each group. Then, we reviewed
typical methods for personalized recommendations in addition to their characteristics.
As the aim of this thesis is studying the deep learning methods for recommender systems, basic neural networks are important. Therefore, we comprehensively reviewed five basic neural networks.
Then, we reviewed the existing works in the order of the neural networks
and tasks that they aim at. At the end of this chapter, we additionally reviewed
the metric learning and its application to recommender systems. We found that
existing works are limited and can be further improved.
In Chapter 3, we proposed a collaborative filtering model utilizing temporal features for better performance. This model has two components: STM
model and VAE model. To learn the temporal features, STM model separates the historic records of each user into the general records and the latest
record. The temporal feature is learned by separately learning these two types
of records. Thus, the input vectors for collaborative filtering contains more information, and the performance of the collaborative model can be improved by
the better input data. In addition, we investigated the effectiveness of STM by
combining STM model with EASE. For the evaluation purpose, we compared
our models, STMVAE and STMEASE, against four competitive baselines. The
experiment results showed that our proposed model achieves better performance than baselines. Moreover, we studied the impact of hyper-parameters
and elaborated the benefit of temporal factors in collaborative filtering.
In Chapter 4, we proposed a tightly hybrid model HVAE to circumvent
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the data sparsity problem. Given a set of user-item pairs and the auxiliary
information, our model learns the content representations of both users and
items along with collaborative latent vectors. Specifically, the content representations are extracted by VAE, and the collaborative latent vectors are
learned by PMF. Then, the two components are combined for the estimated
score of user-item pairs. The way of learning and utilizing the content representations is the advantage of our method over the baselines.
Also, we conducted extensive experiments to compare our proposed model
against five competitive baselines. The experiment results showed that our
model achieves the best performance. It was found that the utilization of the
user representations and the way of combining the content and collaborative
components are effective for better recommendations. Moreover, we studied
the contributions of the two components, and found that the weight of 0.6 leads
to the most optimal performance. In addition, we compared the Gaussian and
multinomial distributions for generating the content information, and found
that Gaussian distribution can generate content closer to the input values than
commonly used multinomial distribution.
In Chapter 5, we studied the weakness of tightly coupled hybrid models. Integrating multiple components and training them through an objective
function will complicate the model, which makes it hard to train. To keep the
model simple without losing the capacity, we proposed a novel model along
with teacher-student architecture. Our model leverages the auxiliary information by treating them as the input. The score of user-item pairs are predicted
by combining the auxiliary information and users’ historical records. In addition, we trained the model with our proposed teacher-student architecture.
Specifically, this architecture repeats training the model multiple times. For
each training process, the previous model is the teacher and the current model
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is the student. The input for the student is the output of the teacher with
random noise injected.
We evaluated our proposed model by comparing it against four competitive baselines on three datasets. The experiment results showed that our model
achieves competitive performance. Moreover, we adapted teacher-student architecture to existing models to verify its generalizability. We found that our
proposed architecture can effectively improve the performance of existing models, which shows that teacher-student architecture can be adapted on top of
existing models for better performance with neglectable additional cost.
In Chapter 6, we aimed at improving the performance of VAE for collaborative filtering. Existing methods focus on the generative network but overlook
the impact of the prior distribution. Therefore, the model may be underfitting
and tend to be sub-optimal as a result.
We presented a framework that extends vanilla VAE to better suit the characteristics of collaborative filtering. Specifically, we derived an optimal prior
for latent vectors, and in corporation with this prior, we additionally presented
two algorithms for training, which resulted in two models. We evaluated the
proposed models by comparing them against five competitive models on five
datasets. The experimental results showed that our models outperform baselines by a large margin. Also, we studied the impact of hyper-parameters and
presented optimal settings.
In Chapter 7, we studied the metric learning based collaborative filtering
and found two issues of existing methods: (i) Existing methods only focus on
linear transformation and Euclidean metric, but linear transformation limits
the capacity of models. (ii) the relations among positive items for each user are
overlooked, which leads to an unexpected problem that the distance between
an user and an item no longer indicates the user’s preference. Therefore, to
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address the first issue, we adopted nonlinear transformation and curvilinear
metric to measure the distance among users and items. For the second issue,
we proposed to minimize the distance among positive items.
We compared our proposed model CCML against six competitive baselines
on eight datasets. The baselines can be classified into two groups: metric
learning based models and collaborative filtering models. We found that metric learning based baselines had better performance than collaborative filtering
baselines, which indicated that the triangle inequality can improve the performance. Also, our proposed model outperformed the baselines significantly.
To investigate the contribution of each component, we additionally created
some variants of our model and compared their performance. We found that
the curvilinear metric and relationships of positive items contributed much
to the outstanding performance. Moreover, we studied the impact of hyperparameters and presented the optimal settings.

8.2

Overall Summary

This thesis explored neural network based and metric learning based approaches to overcome the challenges for recommender systems. Neural networks are powerful to approximate any continuous function theoretically, and
also flexible to integrate multiple modules or components to achieve competitive performance in diverse tasks. Specifically, the reasons that we adopted
neural networks are:
 Neural networks introduce nonlinearities to models.
 Neural networks can effectively learn representations from multiple types

of information.
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 Neural networks are flexible so that they can achieve competitive perfor-

mance in various tasks.
Moreover, metric learning based methods were adopted to learn complex
relationships between users and items because they can introduce triangle inequality and symmetrically to relation modeling.
To capture users’ dynamic interests and preferences, we designed STMVAE
model where temporal factors and collaborative features are jointly learned. It
also showed that users’ general and latest interests are helpful in learning dynamic preferences. For the data sparsity problem, we proposed a tightly hybrid
model to jointly learn the collaborative features and the auxiliary information.
Also, we proposed a training architecture named teacher-student learning architecture. This architecture is proved effective and general for existing collaborative filtering methods. Furthermore, we proposed vaVAE and mmdVAE to
improve the performance of VAE by learning implicit prior distribution for collaborative filtering. These two models achieved state-of-the-art performance
on personalized ranking. In addition, we investigated metric learning based
methods to model the relationships between users and items. We found that
introducing nonlinearities and positive item-item relation learning can improve
typical metric learning based algorithms and achieve competitive performance
against neural network based counterparts.
As a result. we have present methods for all challenges mentioned in this
thesis for personalized recommender systems. Notably, our proposed methods
can be related to each other due to the flexibility of neural networks. For
example, we can replace VAE in STMVAE model by mmdVAE or vaVAE.
Also, we can introduce auxiliary information learning module from HVAE to
CCML to circumvent data sparsity problem.
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Future Work

This thesis detailly motivated approaches to the following tasks:
 Integrating auxiliary information with deep neural networks for high

quality recommendations. We studied to deal with such auxiliary information as temporal factors and description of items.
 Addressing the data sparsity problem by teacher-student architecture.
 Learning a prior for VAE to improve the performance for collaborative

filtering.
 Improving the metric learning based models by addressing two potential

problems.
This section firstly outlines some short-term extensions to our proposed
approaches, and then discussed untouched long-term directions for future research.

8.3.1

Short-term extensions

In Chapter 3, we proposed STMVAE model for collaborative filtering. To learn
the temporal features, this work separates the records into two groups: general
records and the latest record. Although this approach is proved efficient [94],
the way to handle the general records may be further improved for better
performance.
In Chapter 4, we proposed a hybrid model to learn content representations and collaborative features simultaneously to circumvent the data sparsity
problem. One possible way to extend this model is utilizing other latent representation models rather than PMF. We notice that the attention mechanism is
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helpful in collaborative filtering, and that can be easily integrated with HVAE
architecture. Thus, adapting the attention mechanism to the model may also
be a potential extension.
In Chapter 5, we proposed a hybrid model with an efficient training architecture. By repeating to put student the model as the teacher, the next student
is stronger than the teacher. In our teacher-student architecture, we applied
random settings to the student which is proved to be effective. However, the
capacity of the student may be smaller than the teacher with random settings,
which imposes risks that hurt the following students. Thus, it deserves further
research to test the performance of the student with gradually higher capacity
in each iteration.
In Chapter 6, we proposed a flexible VAE framework learning implicit
prior for collaborative filtering along with two approaches (i.e. mmdVAE and
vaVAE). As mentioned in Chapter 6 Section 6.3.5, although the computational
burden is not an issue for the datasets used in our experiments, the efficiency
may be further improved. Hence, a direction for future research is to investigate
the optimization of our proposed framework and models to further reduce their
computational complexity, while maintaining similar performance to the other
baselines.
In Chapter 7, we proposed Curvilinear Collaborative Metric Learning to
fix issues that existing methods are suffering. Although this is the first attempt to adapt nonlinear mapping for collaborative filtering, we noticed that
the most recent work PMLAM [104] has proposed a Bayesian metric learning
model. This motivates an extension by incorporating PMLAM with our proposed positive item relation learning module. Besides that, integrating metric
learning models with auxiliary information learning is another interesting direction.
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Future direction

Besides the above improvements, there are also some directions that we did
not touch in this thesis. The rest of this section will explain such directions.

Knowledge graph based recommendation
In Chapter 4, we studied to utilize the textual description of items as auxiliary
information for collaborative filtering. Although textual information is helpful,
it may not be available in some scenarios. For such cases, knowledge graph
may be leveraged for recommendations.
As an important source of auxiliary information, the knowledge graph has
attracted wide attention. It can not only be used to enrich the representations
for collaborative filtering, but also be utilized for patterns learning in Heterogeneous Information Network (HIN). To enrich the representations of items,
the embedding vectors are learned before integrating with collaborative filtering methods. This method adapts knowledge graph embedding algorithms to
encode the graph. Typical methods are DKN [40], KSR [158], SHINE [159].
For patterns learning, the connectivity similarity of users or items in the graph
is measured, and the commonly algorithm is PathSim [160].
Although knowledge graph based recommender systems have achieved good
performance, the time cost for training the model is high. Thus, knowledge
graph based recommendation is still an open area where improving the training
process and leveraging dynamic graph network may deserve future research.

Deep reinforcement learning for recommender system
Due to the fact that the problem of recommending the items to a user is
not only a prediction problem, but also a sequential decision problem [161],
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recommender systems can be formulated as a Markov decision process, which
can be solved by Reinforcement Learning (RL) methods. Recently, a growing
number of companies are exploring to utilize RL to recommend items to their
customers. For example, Google adapted RL methods to recommend videos
to users on Youtube where they found RL performs efficiently [162].
Although some achievements have been made, different advancements are
needed in this field. For example, one direction is about the RL algorithms.
Existing methods directly adapt RL algorithms [163–165] for other domains
or applications. Although it can be explained by borrowing ideas, thinking
beyond the existing algorithms could make significant improvements. Also,
majority of existing works [164–166] only consider the problem of recommending single item. However, for supervised learning, it is common to recommend
a list of K items.
As a second example, the evaluation scheme should also be considered.
For RL, an agent directly interacts with the environment, which is similar to
online recommendation, i.e., the recommender system should generate recommendations and respond to feedback in real-time. However, the majority of
existing works [167–169] evaluate their works on offline datasets. As a result,
the methods could be biased because users’ feedback is static for a specific
setting of the system. The reason for adapting offline dataset may be that
online study is expensive and risky for business, but it is the online evaluation
that fits the nature of RL.
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Emily B. Fox, and Roman Garnett, editors, Advances in Neural Information Processing Systems 32: Annual Conference on Neural Information
Processing Systems 2019, NeurIPS 2019, December 8-14, 2019, Vancouver, BC, Canada, pages 2866–2875, 2019.

January 13, 2022

Bibliography

190

[145] Ilya O. Tolstikhin, Olivier Bousquet, Sylvain Gelly, and Bernhard
Schölkopf. Wasserstein auto-encoders. In 6th International Conference on Learning Representations, ICLR 2018, Vancouver, BC, Canada,
April 30 - May 3, 2018, Conference Track Proceedings. OpenReview.net,
2018.
[146] Arthur Gretton, Karsten M. Borgwardt, Malte J. Rasch, Bernhard
Schölkopf, and Alexander J. Smola. A kernel two-sample test. J. Mach.
Learn. Res., 13:723–773, 2012.
[147] Ilya O. Tolstikhin, Bharath K. Sriperumbudur, and Bernhard Schölkopf.
Minimax estimation of maximum mean discrepancy with radial kernels. In Daniel D. Lee, Masashi Sugiyama, Ulrike von Luxburg, Isabelle
Guyon, and Roman Garnett, editors, Advances in Neural Information
Processing Systems 29: Annual Conference on Neural Information Processing Systems 2016, December 5-10, 2016, Barcelona, Spain, pages
1930–1938, 2016.
[148] Song Liu, Akiko Takeda, Taiji Suzuki, and Kenji Fukumizu. Trimmed
density ratio estimation. In Isabelle Guyon, Ulrike von Luxburg, Samy
Bengio, Hanna M. Wallach, Rob Fergus, S. V. N. Vishwanathan, and Roman Garnett, editors, Advances in Neural Information Processing Systems 30: Annual Conference on Neural Information Processing Systems
2017, December 4-9, 2017, Long Beach, CA, USA, pages 4518–4528,
2017.
[149] Mihaela Rosca, Balaji Lakshminarayanan, and Shakir Mohamed.
Distribution matching in variational inference.

arXiv preprint

arXiv:1802.06847, 2018.
January 13, 2022

Bibliography

191

[150] Shuai Zhang, Lina Yao, Lucas Vinh Tran, Aston Zhang, and Yi Tay.
Quaternion collaborative filtering for recommendation. In Sarit Kraus,
editor, Proceedings of the Twenty-Eighth International Joint Conference
on Artificial Intelligence, IJCAI 2019, Macao, China, August 10-16,
2019, pages 4313–4319. ijcai.org, 2019.
[151] Shuai Zhang, Lina Yao, Aixin Sun, Sen Wang, Guodong Long, and Manqing Dong. Neurec: On nonlinear transformation for personalized ranking. In Jérôme Lang, editor, Proceedings of the Twenty-Seventh International Joint Conference on Artificial Intelligence, IJCAI 2018, July
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Emily B. Fox, and Roman Garnett, editors, Advances in Neural Information Processing Systems 32: Annual Conference on Neural Information
Processing Systems 2019, NeurIPS 2019, December 8-14, 2019, Vancouver, BC, Canada, pages 5712–5723, 2019.
[156] Yoshua Bengio, Aaron C. Courville, and Pascal Vincent. Representation
learning: A review and new perspectives. IEEE Trans. Pattern Anal.
Mach. Intell., 35(8):1798–1828, 2013.
[157] Yongfeng Zhang, Qingyao Ai, Xu Chen, and W. Bruce Croft. Joint
representation learning for top-n recommendation with heterogeneous
information sources. In Proceedings of the 2017 ACM on Conference on
Information and Knowledge Management, CIKM ’17, page 1449–1458,
New York, NY, USA, 2017. Association for Computing Machinery.
[158] Jin Huang, Wayne Xin Zhao, Hongjian Dou, Ji-Rong Wen, and Edward Y. Chang. Improving sequential recommendation with knowledgeenhanced memory networks. In Kevyn Collins-Thompson, Qiaozhu Mei,
Brian D. Davison, Yiqun Liu, and Emine Yilmaz, editors, The 41st International ACM SIGIR Conference on Research & Development in Information Retrieval, SIGIR 2018, Ann Arbor, MI, USA, July 08-12, 2018,
pages 505–514. ACM, 2018.
[159] Hongwei Wang, Fuzheng Zhang, Min Hou, Xing Xie, Minyi Guo, and
Qi Liu. SHINE: signed heterogeneous information network embedding for
sentiment link prediction. In Yi Chang, Chengxiang Zhai, Yan Liu, and
January 13, 2022

Bibliography

193

Yoelle Maarek, editors, Proceedings of the Eleventh ACM International
Conference on Web Search and Data Mining, WSDM 2018, Marina Del
Rey, CA, USA, February 5-9, 2018, pages 592–600. ACM, 2018.
[160] Yizhou Sun, Jiawei Han, Xifeng Yan, Philip S. Yu, and Tianyi Wu.
Pathsim: Meta path-based top-k similarity search in heterogeneous information networks. Proc. VLDB Endow., 4(11):992–1003, 2011.
[161] Guy Shani, David Heckerman, and Ronen I. Brafman. An mdp-based
recommender system. J. Mach. Learn. Res., 6:1265–1295, 2005.
[162] Minmin Chen, Alex Beutel, Paul Covington, Sagar Jain, Francois Belletti, and Ed H. Chi. Top-k off-policy correction for a REINFORCE
recommender system. In J. Shane Culpepper, Alistair Moffat, Paul N.
Bennett, and Kristina Lerman, editors, Proceedings of the Twelfth ACM
International Conference on Web Search and Data Mining, WSDM 2019,
Melbourne, VIC, Australia, February 11-15, 2019, pages 456–464. ACM,
2019.
[163] Claudio Greco, Alessandro Suglia, Pierpaolo Basile, and Giovanni Semeraro. Converse-et-impera: Exploiting deep learning and hierarchical
reinforcement learning for conversational recommender systems. In Floriana Esposito, Roberto Basili, Stefano Ferilli, and Francesca A. Lisi,
editors, AI*IA 2017 Advances in Artificial Intelligence - XVIth International Conference of the Italian Association for Artificial Intelligence,
Bari, Italy, November 14-17, 2017, Proceedings, volume 10640 of Lecture
Notes in Computer Science, pages 372–386. Springer, 2017.
[164] Jiaqi Ma, Zhe Zhao, Xinyang Yi, Ji Yang, Minmin Chen, Jiaxi Tang,
Lichan Hong, and Ed H. Chi. Off-policy learning in two-stage recJanuary 13, 2022

Bibliography

194

ommender systems. In Yennun Huang, Irwin King, Tie-Yan Liu, and
Maarten van Steen, editors, WWW ’20: The Web Conference 2020,
Taipei, Taiwan, April 20-24, 2020, pages 463–473. ACM / IW3C2, 2020.
[165] Shamim Nemati, Mohammad M. Ghassemi, and Gari D. Clifford. Optimal medication dosing from suboptimal clinical examples: A deep reinforcement learning approach. In 38th Annual International Conference
of the IEEE Engineering in Medicine and Biology Society, EMBC 2016,
Orlando, FL, USA, August 16-20, 2016, pages 2978–2981. IEEE, 2016.
[166] Yikun Xian, Zuohui Fu, S. Muthukrishnan, Gerard de Melo, and
Yongfeng Zhang. Reinforcement knowledge graph reasoning for explainable recommendation. In Benjamin Piwowarski, Max Chevalier, Éric
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